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Abstract
This book is aimed to provide an overview of general deep learning methodology and its
applications to a variety of signal and information processing tasks. The application areas are
chosen with the following three criteria: 1) expertise or knowledge of the authors; 2) the
application areas that have already been transformed by the successful use of deep learning
technology, such as speech recognition and computer vision; and 3) the application areas that have
the potential to be impacted significantly by deep learning and that have gained concentrated
research efforts, including natural language and text processing, information retrieval, and
multimodal information processing empowered by multi-task deep learning.
In Chapter 1, we provide the background of deep learning, as intrinsically connected to the use of
multiple layers of nonlinear transformations to derive features from the sensory signals such as
speech and visual images. In the most recent literature, deep learning is embodied also as
representation learning, which involves a hierarchy of features or concepts where higher-level
representations of them are defined from lower-level ones and where the same lower-level
representations help to define higher-level ones. In Chapter 2, a brief historical account of deep
learning is presented. In particular, selected chronological development of speech recognition is
used to illustrate the recent impact of deep learning that has become a dominant technology in
speech recognition industry within only a few years since the start of a collaboration between
academic and industrial researchers in applying deep learning to speech recognition. In Chapter 3,
a three-way classification scheme for a large body of work in deep learning is developed. We
classify a growing number of deep learning techniques into unsupervised, supervised, and hybrid
categories, and present qualitative descriptions and a literature survey for each category. From
Chapter 4 to Chapter 6, we discuss in detail three popular deep networks and related learning
methods, one in each category. Chapter 4 is devoted to deep autoencoders as a prominent example
of the unsupervised deep learning techniques. Chapter 5 gives a major example in the hybrid deep
network category, which is the discriminative feed-forward neural network for supervised learning
with many layers initialized using layer-by-layer generative, unsupervised pre-training. In Chapter
6, deep stacking networks and several of the variants are discussed in detail, which exemplify the
discriminative or supervised deep learning techniques in the three-way categorization scheme.
In Chapters 7-11, we select a set of typical and successful applications of deep learning in diverse
areas of signal and information processing and of applied artificial intelligence. In Chapter 7, we
review the applications of deep learning to speech and audio processing, with emphasis on speech
recognition organized according to several prominent themes. In Chapters 8, we present recent
results of applying deep learning to language modeling and natural language processing. Chapter
9 is devoted to selected applications of deep learning to information retrieval including Web search.
In Chapter 10, we cover selected applications of deep learning to image object recognition in
computer vision. Selected applications of deep learning to multi-modal processing and multi-task
learning are reviewed in Chapter 11. Finally, an epilogue is given in Chapter 12 to summarize
what we presented in earlier chapters and to discuss future challenges and directions.
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CHAPTER 1
INTRODUCTION
1.1 Definitions and Background
Since 2006, deep structured learning, or more commonly called deep learning or hierarchical
learning, has emerged as a new area of machine learning research (Hinton et al., 2006; Bengio,
2009). During the past several years, the techniques developed from deep learning research have
already been impacting a wide range of signal and information processing work within the
traditional and the new, widened scopes including key aspects of machine learning and artificial
intelligence; see overview articles in (Bengio, 2009; Arel et al., 2010; Yu and Deng, 2011; Deng,
2011, 2013; Hinton et al., 2012; Bengio et al., 2013a), and also the media coverage of this progress
in (Markoff, 2012; Anthes, 2013). A series of workshops, tutorials, and special issues or
conference special sessions in recent years have been devoted exclusively to deep learning and its
applications to various signal and information processing areas. These include:


2008 NIPS Deep Learning Workshop;



2009 NIPS Workshop on Deep Learning for Speech Recognition and Related Applications;



2009 ICML Workshop on Learning Feature Hierarchies;



2011 ICML Workshop on Learning Architectures, Representations, and Optimization for
Speech and Visual Information Processing;



2012 ICASSP Tutorial on Deep Learning for Signal and Information Processing;



2012 ICML Workshop on Representation Learning;



2012 Special Section on Deep Learning for Speech and Language Processing in IEEE
Transactions on Audio, Speech, and Language Processing (T-ASLP, January);



2010, 2011, and 2012 NIPS Workshops on Deep Learning and Unsupervised Feature
Learning;



2013 NIPS Workshops on Deep Learning and on Output Representation Learning;
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2013 Special Issue on Learning Deep Architectures in IEEE Transactions on Pattern
Analysis and Machine Intelligence (T-PAMI, September).



2013 International Conference on Learning Representations;



2013 ICML Workshop on Representation Learning Challenges;



2013 ICML Workshop on Deep Learning for Audio, Speech, and Language Processing;



2013 ICASSP Special Session on New Types of Deep Neural Network Learning for Speech
Recognition and Related Applications.

The authors have been actively involved in deep learning research and in organizing or providing
several of the above events, tutorials, and editorials. In particular, they gave tutorials and invited
lectures on this topic at various places. Part of this book is based on their tutorials and lecture
material.
Before embarking on describing details of deep learning, let’s provide necessary definitions. Deep
learning has various closely related definitions or high-level descriptions:


Definition 1: A class of machine learning techniques that exploit many layers of non-linear
information processing for supervised or unsupervised feature extraction and transformation,
and for pattern analysis and classification.



Definition 2: “A sub-field within machine learning that is based on algorithms for learning
multiple levels of representation in order to model complex relationships among data.
Higher-level features and concepts are thus defined in terms of lower-level ones, and such a
hierarchy of features is called a deep architecture. Most of these models are based on
unsupervised learning of representations.” (Wikipedia on “Deep Learning” around March
2012.)



Definition 3: “A sub-field of machine learning that is based on learning several levels of
representations, corresponding to a hierarchy of features or factors or concepts, where higherlevel concepts are defined from lower-level ones, and the same lower-level concepts can help
to define many higher-level concepts. Deep learning is part of a broader family of machine
learning methods based on learning representations. An observation (e.g., an image) can be
represented in many ways (e.g., a vector of pixels), but some representations make it easier
to learn tasks of interest (e.g., is this the image of a human face?) from examples, and research
in this area attempts to define what makes better representations and how to learn them.”
(Wikipedia on “Deep Learning” around February 2013.)



Definition 4: “Deep learning is a set of algorithms in machine learning that attempt to learn
in multiple levels, corresponding to different levels of abstraction. It typically uses artificial
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neural networks. The levels in these learned statistical models correspond to distinct levels
of concepts, where higher-level concepts are defined from lower-level ones, and the same
lower-level concepts can help to define many higher-level concepts.” See Wikipedia
http://en.wikipedia.org/wiki/Deep_learning on “Deep Learning” as of this most recent update
in October 2013.


Definition 5: “Deep Learning is a new area of Machine Learning research, which has been
introduced with the objective of moving Machine Learning closer to one of its original goals:
Artificial Intelligence. Deep Learning is about learning multiple levels of representation and
abstraction that help to make sense of data such as images, sound, and text.” See
https://github.com/lisa-lab/DeepLearningTutorials

Note that the deep learning that we discuss in this book is about learning in deep architectures for
signal and information processing. It is not about deep understanding of the signal or information,
although in many cases they may be related. It should also be distinguished from the overloaded
term in educational psychology: “Deep learning describes an approach to learning that is
characterized by active engagement, intrinsic motivation, and a personal search for meaning.”
http://www.blackwellreference.com/public/tocnode?id=g9781405161251_chunk_g97814051612
516_ss1-1
Common among the various high-level descriptions of deep learning above are two key aspects:
1) models consisting of multiple layers or stages of nonlinear information processing; and 2)
methods for supervised or unsupervised learning of feature representation at successively higher,
more abstract layers. Deep learning is in the intersections among the research areas of neural
networks, artificial intelligence, graphical modeling, optimization, pattern recognition, and signal
processing. Three important reasons for the popularity of deep learning today are the drastically
increased chip processing abilities (e.g., general-purpose graphical processing units or GPGPUs),
the significantly lowered cost of computing hardware, and the recent advances in machine learning
and signal/information processing research. These advances have enabled the deep learning
methods to effectively exploit complex, compositional nonlinear functions, to learn distributed and
hierarchical feature representations, and to make effective use of both labeled and unlabeled data.
Active researchers in this area include those at University of Toronto, New York University,
University of Montreal, Stanford University, Microsoft Research (since 2009), Google (since
about 2011), IBM Research (since about 2011), Baidu (since 2012), Facebook (since 2013), UCBerkeley, UC-Irvine, IDIAP, IDSIA, University College London, University of Michigan,
Massachusetts Institute of Technology, University of Washington, and numerous other places; see
http://deeplearning.net/deep-learning-research-groups-and-labs/ for a more detailed list. These
researchers have demonstrated empirical successes of deep learning in diverse applications of
computer vision, phonetic recognition, voice search, conversational speech recognition, speech
and image feature coding, semantic utterance classification, natural language understanding, handwriting recognition, audio processing, information retrieval, robotics, and even in the analysis of
molecules that may lead to discovery of new drugs as reported recently by Markoff (2012).
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In addition to the reference list provided at the end of this book, which may be outdated not long
after the publication of this book, there are a number of excellent and frequently updated reading
lists, tutorials, software, and video lectures online at:


http://deeplearning.net/reading-list/



http://ufldl.stanford.edu/wiki/index.php/UFLDL_Recommended_Readings



http://www.cs.toronto.edu/~hinton/



http://deeplearning.net/tutorial/



http://ufldl.stanford.edu/wiki/index.php/UFLDL_Tutorial

1.2 Organization of This Book
The rest of the book is organized as follows:
In Chapter 2, we provide a brief historical account of deep learning, mainly from the perspective
of how speech recognition technology has been hugely impacted by deep learning, and how the
revolution got started and has gained and sustained immense momentum.
In Chapter 3, a three-way categorization scheme for a majority of the work in deep learning is
developed. They include unsupervised, supervised, and hybrid deep learning networks, where in
the latter category unsupervised learning (or pre-training) is exploited to assist the subsequent stage
of supervised learning when the final tasks pertain to classification. The supervised and hybrid
deep networks often have the same type of architectures or the structures in the deep networks, but
the unsupervised deep networks tend to have different architectures from the others.
Chapters 4-6 are devoted, respectively, to three popular types of deep architectures, one from each
of the classes in the three-way categorization scheme reviewed in Chapter 3. In Chapter 4, we
discuss in detail deep autoencoders as a prominent example of the unsupervised deep learning
networks. No class labels are used in the learning, although supervised learning methods such as
back-propagation are cleverly exploited when the input signal itself, instead of any label
information of interest to possible classification tasks, is treated as the “supervised” signal.
In Chapter 5, as a major example in the hybrid deep network category, we present in detail the
deep neural networks with unsupervised and largely generative pre-training to boost the
effectiveness of supervised training. This benefit is found critical when the training data are limited
and no other appropriate regularization ways (i.e., dropout) are exploited. The particular pre-
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training method based on restricted Boltzmann machines and the related deep belief networks
described in this chapter has been historically significant as it ignited the intense interest in the
early applications of deep learning to speech recognition and other information processing tasks.
In addition to this retrospective review, subsequent development and different paths from the more
recent perspective are discussed.
In Chapter 6, the basic deep stacking networks and their several extensions are discussed in detail,
which exemplify the discriminative, supervised deep learning networks in the three-way
classification scheme. This group of deep networks operate in many ways that are distinct from
the deep neural networks. Most notably, they use target labels in constructing each of many layers
or modules in the overall deep networks. Assumptions made about part of the networks, such as
linear output units in each of the modules, simplify the learning algorithms and enable a much
wider variety of network architectures to be constructed and learned than the networks discussed
in Chapters 4 and 5.
In Chapters 7-11, we select a set of typical and successful applications of deep learning in diverse
areas of signal and information processing. In Chapter 7, we review the applications of deep
learning to speech recognition, speech synthesis, and audio processing. Subsections surrounding
the main subject of speech recognition are created based on several prominent themes on the topic
in the literature.
In Chapters 8, we present recent results of applying deep learning to language modeling and natural
language processing, where we highlight the key recent development in embedding symbolic
entities such as words into low-dimensional, continuous-valued vectors.
Chapter 9 is devoted to selected applications of deep learning to information retrieval including
web search.
In Chapter 10, we cover selected applications of deep learning to image object recognition in
computer vision. The chapter is divided to two main classes of deep learning approaches: 1)
unsupervised feature learning, and 2) supervised learning for end-to-end and joint feature learning
and classification.
Selected applications to multi-modal processing and multi-task learning are reviewed in Chapter
11, divided into three categories according to the nature of the multi-modal data as inputs to the
deep learning systems. For single-modality data of speech, text, or image, a number of recent
multi-task learning studies based on deep learning methods are reviewed in the literature.
Finally, an epilogue is given in Chapter 12 to summarize the book and to discuss future challenges
and directions.
This short monograph contains the material expanded from two tutorials that the authors gave, one
at APSIPA in October 2011 and the other at ICASSP in March 2012. Substantial updates have
been made based on the literature up to January 2014 (including the materials presented at NIPS-
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2013 and at IEEE-ASRU-2013 both held in December of 2013), focusing on practical aspects in
the fast development of deep learning research and technology during the interim years.
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CHAPTER 2
SOME HISTORICAL CONTEXT OF DEEP
LEARNING
Until recently, most machine learning and signal processing techniques had exploited shallowstructured architectures. These architectures typically contain at most one or two layers of
nonlinear feature transformations. Examples of the shallow architectures are Gaussian mixture
models (GMMs), linear or nonlinear dynamical systems, conditional random fields (CRFs),
maximum entropy (MaxEnt) models, support vector machines (SVMs), logistic regression, kernel
regression, multi-layer perceptrons (MLPs) with a single hidden layer including extreme learning
machines (ELMs). For instance, SVMs use a shallow linear pattern separation model with one or
zero feature transformation layer when the kernel trick is used or otherwise. (Notable exceptions
are the recent kernel methods that have been inspired by and integrated with deep learning; e.g.
Cho and Saul, 2009; Deng et al., 2012; Vinyals et al., 2012; Aslan et al., 2013). Shallow
architectures have been shown effective in solving many simple or well-constrained problems, but
their limited modeling and representational power can cause difficulties when dealing with more
complicated real-world applications involving natural signals such as human speech, natural sound
and language, and natural image and visual scenes.
Human information processing mechanisms (e.g., vision and audition), however, suggest the need
of deep architectures for extracting complex structure and building internal representation from
rich sensory inputs. For example, human speech production and perception systems are both
equipped with clearly layered hierarchical structures in transforming the information from the
waveform level to the linguistic level (Baker et al., 2009, 2009a; Deng, 1999, 2003). In a similar
vein, the human visual system is also hierarchical in nature, mostly in the perception side but
interestingly also in the “generation” side (George, 2008; Bouvrie, 2009; Poggio, 2007). It is
natural to believe that the state-of-the-art can be advanced in processing these types of natural
signals if efficient and effective deep learning algorithms can be developed.
Historically, the concept of deep learning originated from artificial neural network research.
(Hence, one may occasionally hear the discussion of “new-generation neural networks”.) Feedforward neural networks or MLPs with many hidden layers, which are often referred to as deep
neural networks (DNNs), are good examples of the models with a deep architecture. Backpropagation (BP), popularized in 1980’s, has been a well-known algorithm for learning the
parameters of these networks. Unfortunately back-propagation alone did not work well in practice
then for learning networks with more than a small number of hidden layers (see a review and
analysis in (Bengio, 2009; Glorot and Bengio, 2010). The pervasive presence of local optima and
other optimization challenges in the non-convex objective function of the deep networks are the
main source of difficulties in the learning. Back-propagation is based on local gradient information,
and starts usually at some random initial points. It often gets trapped in poor local optima when
the batch-mode or even stochastic gradient descent BP algorithm is used. The severity increases
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significantly as the depth of the networks increases. This difficulty is partially responsible for
steering away most of the machine learning and signal processing research from neural networks
to shallow models that have convex loss functions (e.g., SVMs, CRFs, and MaxEnt models), for
which the global optimum can be efficiently obtained at the cost of reduced modeling power,
although there had been continuing work on neural networks with limited scale and impact (e.g.,
Hochreiter and Schmidhuber, 1997; LeCun et al., 1998; Bourlard and Morgan, 1993; Deng et al.,
1994s; Bridle et al., 1998; Robinson, 1994; Morgan, et al., 2005).
The optimization difficulty associated with the deep models was empirically alleviated when a
reasonably efficient, unsupervised learning algorithm was introduced in the two seminar papers
(Hinton et al., 2006; Hinton and Salakhutdinov, 2006). In these papers, a class of deep generative
models, called deep belief network (DBN), was introduced. A DBN is composed of a stack of
restricted Boltzmann machines (RBMs). A core component of the DBN is a greedy, layer-by-layer
learning algorithm which optimizes DBN weights at time complexity linear to the size and depth
of the networks. Separately and with some surprise, initializing the weights of an MLP with a
correspondingly configured DBN often produces much better results than that with the random
weights. As such, MLPs with many hidden layers, or deep neural networks (DNN), which are
learned with unsupervised DBN pre-training followed by back-propagation fine-tuning is
sometimes also called DBNs in the literature (e.g., Dahl et al., 2011; Mohamed et al., 2010, 2012).
More recently, researchers have been more careful in distinguishing DNNs from DBNs (Dahl et
al., 2012; Hinton et al., 2012), and when DBN is used to initialize the training of a DNN, the
resulting network is sometimes called the DBN-DNN (Hinton et al., 2012).
Independently of the RBM development, in 2006 two alternative, non-probabilistic, nongenerative, unsupervised deep models were published. One is an autoencoder variant with greedy
layer-wise training much like the DBN training (Bengio et al., 2006). Another is an energy-based
model with unsupervised learning of sparse over-complete representations (Ranzato et al., 2006).
They both can be effectively used to pre-train a deep neural network, much like the DBN.
In addition to the supply of good initialization points, the DBN comes with additional attractive
properties. First, the learning algorithm makes effective use of unlabeled data. Second, it can be
interpreted as Bayesian probabilistic generative model. Third, the over-fitting problem, which is
often observed in the models with millions of parameters such as DBNs, and the under-fitting
problem, which occurs often in deep networks, can be effectively addressed by the generative pretraining step. An insightful analysis on what speech information DBNs can capture is provided in
(Mohamed et al. 2012a).
Using hidden layers with many neurons in a DNN significantly improves the modeling power of
the DNN and creates many closely optimal configurations. Even if parameter learning is trapped
into a local optimum, the resulting DNN can still perform quite well since the chance of having a
poor local optimum is lower than when a small number of neurons are used in the network. Using
deep and wide neural networks, however, would cast great demand to the computational power
during the training process and this is one of the reasons why it is not until recent years that
researchers have started exploring both deep and wide neural networks in a serious manner.
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Better learning algorithms and different nonlinearities also contributed to the success of DNNs.
Stochastic gradient descend (SGD) algorithms are the most efficient algorithm when the training
set is large and redundant as is the case for most applications (Bottou and LeCun, 2004). Recently,
SGD is shown to be effective for parallelizing over many machines with an asynchronous mode
(Dean et al., 2012) or over multiple GPUs through pipelined BP (Chen et al., 2012). Further, SGD
can often allow the training to jump out of local optima due to the noisy gradients estimated from
a single or a small batch of samples. Other learning algorithms such as Hessian free (Martens 2010,
Kingsbury et al., 2012) or Krylov subspace methods (Vinyals and Povey, 2011) have shown a
similar ability.
For the highly non-convex optimization problem of DNN learning, it is obvious that better
parameter initialization techniques will lead to better models since optimization starts from these
initial models. What was not obvious, however, is how to efficiently and effectively initialize DNN
parameters and how the use of very large amounts of training data can alleviate the learning
problem until more recently (Hinton et al. 2006; Hinton and Salakhutdinov, 2006; Bengio, 2009;
Vincent et al., 2010; Deng et al., 2010; Yu et al., 2010c; Dahl et al., 2010, 2012; Seide et al. 2011;
Hinton et al., 2012). The DNN parameter initialization technique that attracted the most attention
is the unsupervised pretraining technique proposed in (Hinton et al. 2006; Hinton and
Salakhutdinov, 2006) discussed earlier.
The DBN pretraining procedure is not the only one that allows effective initialization of DNNs.
An alternative unsupervised approach that performs equally well is to pretrain DNNs layer by layer
by considering each pair of layers as a de-noising autoencoder regularized by setting a random
subset of the input nodes to zero (Bengio, 2009; Vincent et al., 2010). Another alternative is to use
contractive autoencoders for the same purpose by favoring representations that are more robust to
the input variations, i.e., penalizing the gradient of the activities of the hidden units with respect
to the inputs (Rifai et al., 2011). Further, Ranzato et al. (2007) developed the Sparse Encoding
Symmetric Machine (SESM), which has a very similar architecture to RBMs as building blocks
of a DBN. The SESM may also be used to effectively initialize the DNN training. In addition to
unsupervised pretraining using greedy layer-wise procedures (Hinton and Salakhutdinov, 2006;
Bengio et al., 2006; Ranzato et al., 2007), the supervised pretraining, or sometimes called
discriminative pretraining, has also been shown to be effective (Seide et al., 2011; Yu et al., 2011;
Hinton et al., 2012) and in cases where labeled training data are abundant performs better than the
unsupervised pretraining techniques. The idea of the discriminative pretraining is to start from a
one-hidden-layer MLP trained with the BP algorithm. Every time when we want to add a new
hidden layer we replace the output layer with a randomly initialized new hidden and output layer
and train the whole new MLP (or DNN) using the BP algorithm. Different from the unsupervised
pretraining techniques, the discriminative pretraining technique requires labels.
Researchers who apply deep learning to speech and vision analyzed what DNNs capture in speech
and images. For example, Mohamed et al. (2012a) applied a dimensionality reduction method to
visualize the relationship among the feature vectors learned by the DNN. They found that the
DNN’s hidden activity vectors preserve the similarity structure of the feature vectors at multiple
scales, and that this is especially true for the filterbank features. A more elaborated visualization
method, based on a top-down generative process in the reverse direction of the classification
network, was recently developed by Zeiler and Fergus (2013) for examining what features the deep
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convolutional networks capture from the image data. The power of the deep networks is shown to
be their ability to extract appropriate features and do discrimination jointly (LeCun, 2012).
As another way to concisely introduce the DNN, we can review the history of artificial neural
networks using a “Hype Cycle”, which is a graphic representation of the maturity, adoption and
social application of specific technologies. The 2012 version of the Hype Cycles graph compiled
by Gartner is shown in Figure 2.1. It intends to show how a technology or application will evolve
over time (according to five phases: technology trigger, peak of inflated expectations, trough of
disillusionment, slope of enlightenment, and plateau of production), and to provide a source of
insight to manage its deployment.

Figure 2.1. Gartner Hyper Cycle graph representing five phases of a technology
(http://en.wikipedia.org/wiki/Hype_cycle)
Applying the Gartner Hyper Cycle to the artificial neural network development, we created Figure
2.2 to align different generations of the neural network with the various phases designated in the
Hype Cycle. The peak activities (“expectations” or “media hype” on the vertical axis) occurred in
late 1980’s and early 1990’s, corresponding to the height of what is often referred to as the “second
generation” of neural networks. The deep belief network (DBN) and a fast algorithm for training
it were invented in 2006 (Hinton and Salakhudinov, 2006; Hinton et al., 2006). When the DBN
was used to initialize the DNN, the learning became highly effective and this has inspired the
subsequent fast growing research (“enlightenment” phase shown in Figure 2.2). Applications of
the DBN and DNN to industry-scale speech feature extraction and speech recognition started in
2009 when leading academic and industrial researchers with both deep learning and speech
expertise collaborated; see reviews in (Hinton et al., 2012; Deng et al., 2013b). This collaboration
fast expanded the work of speech recognition using deep learning methods to increasingly larger
successes (Yu et al., 2010c; Seide et al., 2011; Hinton et al., 2012; Deng et al., 2013a), many of
which will be covered in the remainder of this book. The height of the “plateau of productivity”
phase, not yet reached in our opinion, is expected to be higher than in the stereotypical curve
(circled with a question mark in Figure 2.2), and is marked by the dashed line that moves straight
up.
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Figure 2.2: Applying Gartner Hyper Cycle graph to analyzing the history of artificial neural
network technology (We thank our colleague John Platt during 2012 for bringing this type of
“Hyper Cycle” graph to our attention for concisely analyzing the neural network history).
We show in Figure 2.3 the history of speech recognition, which has been compiled by NIST,
organized by plotting the word error rate (WER) as a function of time for a number of increasingly
difficult speech recognition tasks. Note all WER results were obtained using the GMM-HMM
technology. When one particularly difficult task (Switchboard) is extracted from Figure 2.3, we
see a flat curve over many years using the GMM-HMM technology but after the DNN technology
is used the WER drops sharply (marked by the red star in Figure 2.4).
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Figure 2.3: The famous NIST plot showing the historical speech recognition error rates achieved
by the GMM-HMM approach for a number of increasingly difficult speech recognition tasks. Data
source: http://itl.nist.gov/iad/mig/publications/ASRhistory/index.html

Figure 2.4. Extracting WERs of one task from Figure 2.3 and adding the significantly lower WER
(marked by the star) achieved by the DNN technology approach.
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In the next Chapter, an overview is provided on the various architectures of deep learning, followed
by more detailed expositions of a few widely studied architectures and methods and by selected
applications in signal and information processing including speech and audio, natural language,
information retrieval, vision, and multi-modal processing.
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CHAPTER 3
THREE CLASSES OF DEEP LEARNING
NETWORKS
3.1 A Three-Way Categorization
As described earlier, deep learning refers to a rather wide class of machine learning techniques
and architectures, with the hallmark of using many layers of non-linear information processing
that are hierarchical in nature. Depending on how the architectures and techniques are intended for
use, e.g., synthesis/generation or recognition/classification, one can broadly categorize most of the
work in this area into three major classes:
1) Deep networks for unsupervised or generative learning, which are intended to capture
high-order correlation of the observed or visible data for pattern analysis or synthesis
purposes when no information about target class labels is available. Unsupervised feature
or representation learning in the literature refers to this category of the deep networks.
When used in the generative mode, may also be intended to characterize joint statistical
distributions of the visible data and their associated classes when available and being
treated as part of the visible data. In the latter case, the use of Bayes rule can turn this type
of generative networks into a discriminative one for learning.
2) Deep networks for supervised learning, which are intended to directly provide
discriminative power for pattern classification purposes, often by characterizing the
posterior distributions of classes conditioned on the visible data. Target label data are
always available in direct or indirect forms for such supervised learning. They are also
called discriminative deep networks.
3) Hybrid deep networks, where the goal is discrimination which is assisted, often in a
significant way, with the outcomes of generative or unsupervised deep networks. This can
be accomplished by better optimization or/and regularization of the deep networks in
category 2). The goal can also be accomplished when discriminative criteria for supervised
learning are used to estimate the parameters in any of the deep generative or unsupervised
deep networks in category 1) above.
Note the use of “hybrid” in 3) above is different from that used sometimes in the literature, which
refers to the hybrid systems for speech recognition feeding the output probabilities of a neural
network into an HMM (Bengio, 1991; Bengio et al., 1992; Bourlard and Morgan, 1993; Morgan,
2012).
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By the commonly adopted machine learning tradition (e.g., Chapter 28 in Murphy, 2012; Deng
and Li, 2013), it may be natural to just classify deep learning techniques into deep discriminative
models (e.g., deep neural networks or DNNs, recurrent neural networks or RNNs, convolutional
neural networks or CNNs, etc.) and generative/unsupervised models (e.g., restricted Boltzmann
machine or RBMs, deep belief networks or DBNs, deep Boltzmann machines (DBMs), regularized
autoencoders, etc.). This two-way classification scheme, however, misses a key insight gained in
deep learning research about how generative or unsupervised-learning models can greatly improve
the training of DNNs and other deep discriminative or supervised-learning models via better
regularization or optimization. Also, deep networks for unsupervised learning may not necessarily
need to be probabilistic or be able to meaningfully sample from the model (e.g., traditional
autoencoders, sparse coding networks, etc.). We note here that more recent studies have
generalized the traditional denoising autoencoders so that they can be efficiently sampled from
and thus have become generative models (Alain and Bengio, 2013; Bengio et al., 2013, 2013b).
Nevertheless, the traditional two-way classification indeed points to several key differences
between deep networks for unsupervised and supervised learning. Compared between the two,
deep supervised-learning models such as DNNs are usually more efficient to train and test, more
flexible to construct, and more suitable for end-to-end learning of complex systems (e.g., no
approximate inference and learning such as loopy belief propagation). On the other hand, the deep
unsupervised-learning models, especially the probabilistic generative ones, are easier to interpret,
easier to embed domain knowledge, easier to compose, and easier to handle uncertainty, but they
are typically intractable in inference and learning for complex systems. These distinctions are
retained also in the proposed three-way classification which is hence adopted throughout this book.
Below we review representative work in each of the above three categories, where several basic
definitions are summarized in Table 3.1. Applications of these deep architectures, with varied ways
of learning including supervised, unsupervised, or hybrid, are deferred to Chapters 7-11.
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TABLE 3.1. BASIC DEEP LEARNING TERMINOLOGIES
Deep Learning: a class of machine learning techniques, where many layers of information
processing stages in hierarchical architectures are exploited for unsupervised feature learning and
for pattern analysis/classification. The essence of deep learning is to compute hierarchical
features or representations of the observational data, where the higher-level features or factors
are defined from lower-level ones. The family of deep learning methods have been growing
increasingly richer, encompassing those of neural networks, hierarchical probabilistic models,
and a variety of unsupervised and supervised feature learning algorithms.
Deep belief network (DBN): probabilistic generative models composed of multiple layers of
stochastic, hidden variables. The top two layers have undirected, symmetric connections between
them. The lower layers receive top-down, directed connections from the layer above.
Boltzmann machine (BM): a network of symmetrically connected, neuron-like units that make
stochastic decisions about whether to be on or off.
Restricted Boltzmann machine (RBM): a special type of BM consisting of a layer of visible
units and a layer of hidden units with no visible-visible or hidden-hidden connections.
Deep neural network (DNN): a multilayer perceptron with many hidden layers, whose weights
are fully connected and are often initialized using either an unsupervised or a supervised
pretraining technique. (In the literature prior to 2012, a DBN was often used incorrectly to mean
a DNN.)
Deep autoencoder: a “discriminative” DNN whose output targets are the data input itself rather
than class labels; hence an unsupervised learning model. When trained with a denoising criterion,
a deep autoencoder is also a generative model and can be sampled from.
Distributed representation: an internal representation of the observed data in such a way that
they are modeled as being explained by the interactions of many hidden factors. A particular
factor learned from configurations of other factors can often generalize well to new
configurations. Distributed representations naturally occur in a “connectionist” neural network,
where a concept is represented by a pattern of activity across a number of many units and where
at the same time a unit typically contributes to many concepts. One key advantage of such manyto-many correspondence is that they provide robustness in representing the internal structure of
the data in terms of graceful degradation and damage resistance. Another key advantage is that
they facilitate generalizations of concepts and relations, thus enabling reasoning abilities.
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3.2 Deep Networks for Unsupervised or Generative
Learning
Unsupervised learning refers to no use of task specific supervision information (e.g., target class
labels) in the learning process. Many deep networks in this category can be used to meaningfully
generate samples by sampling from the networks, with examples of RBMs, DBNs, DBMs, and
generalized denoising autoencoders (Bengio et al., 2013), and are thus generative models. Some
networks in this category, however, cannot be easily sampled, with examples of sparse coding
networks and the original forms of deep autoencoders, and are thus not generative in nature.
Among the various subclasses of generative or unsupervised deep networks, the energy-based deep
models are the most common (e.g., Bengio at al., 2006; LeCun et al., 2007; Ngiam et al., 2011;
Bengio, 2009). The original form of the deep auto encoder (Hinton and Salakhutdinov, 2006;
Bengio at al., 2006; Deng et al., 2010), which we will give more detail about in Chapter 4, is a
typical example of this unsupervised model category. Most other forms of deep autoencoders are
also unsupervised in nature, but with quite different properties and implementations. Examples are
transforming autoencoders (Hinton et al., 2011), predictive sparse coders and their stacked version,
and de-noising autoencoders and their stacked versions (Vincent et al., 2010).
Specifically, in de-noising autoencoders, the input vectors are first corrupted by, for example,
randomly selecting a percentage of the inputs and setting them to zeros or adding Gaussian noise
to them. Then the parameters are adjusted for the hidden encoding nodes to reconstruct the original,
uncorrupted input data using criteria such as mean square reconstruction error and KL divergence
between the original inputs and the reconstructed inputs. The encoded representations transformed
from the uncorrupted data are used as the inputs to the next level of the stacked de-noising
autoencoder.
Another prominent type of deep unsupervised models with generative capability is the deep
Boltzmann machine or DBM (Salakhutdinov and Hinton, 2009, 2012; Srivastava and
Salakhutdinov, 2012; Goodfellow et al., 2013). A DBM contains many layers of hidden variables,
and has no connections between the variables within the same layer. This is a special case of the
general Boltzmann machine (BM), which is a network of symmetrically connected units that are
on or off based on a stochastic mechanism. While having a simple learning algorithm, the general
BMs are very complex to study and very slow to train. In a DBM, each layer captures complicated,
higher-order correlations between the activities of hidden features in the layer below. DBMs have
the potential of learning internal representations that become increasingly complex, highly
desirable for solving object and speech recognition problems. Further, the high-level
representations can be built from a large supply of unlabeled sensory inputs and very limited
labeled data can then be used to only slightly fine-tune the model for a specific task at hand.
When the number of hidden layers of DBM is reduced to one, we have restricted Boltzmann
machine (RBM). Like DBM, there are no hidden-to-hidden and no visible-to-visible connections
in the RBM. The main virtue of RBM is that via composing many RBMs, many hidden layers can
be learned efficiently using the feature activations of one RBM as the training data for the next.
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Such composition leads to deep belief network (DBN), which we will describe in more detail,
together with RBMs, in Chapter 5.
The standard DBN has been extended to the factored higher-order Boltzmann machine in its
bottom layer, with strong results for phone recognition obtained (Dahl et. al., 2010). This model,
called the mean-covariance RBM or mcRBM, recognizes the limitation of the standard RBM in
its ability to represent the covariance structure of the data. However, it is difficult to train mcRBMs
and to use them at the higher levels of the deep architecture. Further, the strong results published
are not easy to reproduce. In the architecture described by Dahl et al. (2010), the mcRBM
parameters in the full DBN are not fine-tuned using the discriminative information, which is used
for fine tuning the higher layers of RBMs, due to the high computational cost.
Another representative deep generative network that can be used for unsupervised (as well as
supervised) learning is the sum-product network or SPN (Poon and Domingo, 2011; Gens and
Domingo, 2012). An SPN is a directed acyclic graph with the observed variables as leaves, and
with sum and product operations as internal nodes in the deep network. The “sum” nodes give
mixture models, and the “product” nodes build up the feature hierarchy. Properties of
“completeness” and “consistency” constrain the SPN in a desirable way. The learning of SPNs is
carried out using the EM algorithm together with back-propagation. The learning procedure starts
with a dense SPN. It then finds an SPN structure by learning its weights, where zero weights
indicate removed connections. The main difficulty in learning SPNs is that the learning signal (i.e.,
the gradient) quickly dilutes when it propagates to deep layers. Empirical solutions have been
found to mitigate this difficulty as reported in (Poon and Domingo, 2011). It was pointed out in
that early paper that despite the many desirable generative properties in the SPN, it is difficult to
fine tune the parameters using the discriminative information, limiting its effectiveness in
classification tasks. However, this difficulty has been overcome in the subsequent work reported
in (Gens and Domingo, 2012), where an efficient backpropagation-style discriminative training
algorithm for SPN was presented. Importantly, the standard gradient descent, based on the
derivative of the conditional likelihood, suffers from the same gradient diffusion problem well
known in the regular DNNs. The trick to alleviate this problem in learning SPNs is to replace the
marginal inference with the most probable state of the hidden variables and to propagate gradients
through this “hard” alignment only. Excellent results on small-scale image recognition tasks were
reported by Gens and Domingo (2012).
Recurrent neural networks (RNNs) can be considered as another class of deep networks for
unsupervised (as well as supervised) learning, where the depth can be as large as the length of the
input data sequence. In the unsupervised learning mode, the RNN is used to predict the data
sequence in the future using the previous data samples, and no additional class information is used
for learning. The RNN is very powerful for modeling sequence data (e.g., speech or text), but until
recently they had not been widely used partly because they are difficult to train to capture longterm dependencies, giving rise to gradient vanishing or gradient explosion problems. These
problems can now be dealt with more easily (Bengio et al., 2013a; Pascanu et al., 2013; Chen and
Deng, 2013). Recent advances in Hessian-free optimization (Martens, 2010) have also partially
overcome this difficulty using approximated second-order information or stochastic curvature
estimates. In the more recent work (Martens and Sutskever, 2011), RNNs that are trained with
Hessian-free optimization are used as a generative deep network in the character-level language
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modeling tasks, where gated connections are introduced to allow the current input characters to
predict the transition from one latent state vector to the next. Such generative RNN models are
demonstrated to be well capable of generating sequential text characters. More recently, Bengio et
al. (2013) and Sutskever (2013) have explored variations of stochastic gradient descent
optimization algorithms in training generative RNNs and shown that these algorithms can
outperform Hessian-free optimization methods. Molotov et al. (2010) have reported excellent
results on using RNNs for language modeling. More recently, Mesnil et al. (2013) and Yao et al.
(2013) reported the success of RNNs in spoken language understanding. We will review this set
of work in Chapter 8.
There has been a long history in speech recognition research where human speech production
mechanisms are exploited to construct dynamic and deep structure in probabilistic generative
models; for a comprehensive review, see the book by Deng (2006). Specifically, the early work
described in (Deng 1992, 1993; Deng et al., 1994; Ostendorf et al., 1996, Deng and Sameti, 1996;
Deng and Aksmanovic, 1997) generalized and extended the conventional shallow and
conditionally independent HMM structure by imposing dynamic constraints, in the form of
polynomial trajectory, on the HMM parameters. A variant of this approach has been more recently
developed using different learning techniques for time-varying HMM parameters and with the
applications extended to speech recognition robustness (Yu and Deng, 2009; Yu et al., 2009a).
Similar trajectory HMMs also form the basis for parametric speech synthesis (Zen et al., 2011;
Zen et al., 2012; Ling et al., 2013; Shannon et al., 2013). Subsequent work added a new hidden
layer into the dynamic model to explicitly account for the target-directed, articulatory-like
properties in human speech generation (Deng and Ramsay, 1997; Deng, 1998; Bridle et al., 1998;
Deng, 1999; Picone et al., 1999; Deng, 2003; Minami et al., 2002; Deng and Huang, 2004; Deng
and Ma, 2000; Ma and Deng, 2000, 2003, 2004). More efficient implementation of this deep
architecture with hidden dynamics is achieved with non-recursive or finite impulse response (FIR)
filters in more recent studies (Deng et. al., 2006, 2006a, Deng and Yu, 2007). The above deepstructured generative models of speech can be shown as special cases of the more general dynamic
network model and even more general dynamic graphical models (Bilmes and Bartels, 2005;
Bilmes, 2010). The graphical models can comprise many hidden layers to characterize the complex
relationship between the variables in speech generation. Armed with powerful graphical modeling
tool, the deep architecture of speech has more recently been successfully applied to solve the very
difficult problem of single-channel, multi-talker speech recognition, where the mixed speech is the
visible variable while the un-mixed speech becomes represented in a new hidden layer in the deep
generative architecture (Rennie et al., 2010; Wohlmayr et al., 2011). Deep generative graphical
models are indeed a powerful tool in many applications due to their capability of embedding
domain knowledge. However, they are often used with inappropriate approximations in inference,
learning, prediction, and topology design, all arising from inherent intractability in these tasks for
most real-world applications. This problem has been addressed in the recent work of Stoyanov et
al. (2011), which provides an interesting direction for making deep generative graphical models
potentially more useful in practice in the future. An even more drastic way to deal with this
intractability was proposed recently by Bengio et al. (2013b), where the need to marginalize latent
variables is avoided altogether.
The standard statistical methods used for large-scale speech recognition and understanding
combine (shallow) hidden Markov models for speech acoustics with higher layers of structure
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representing different levels of natural language hierarchy. This combined hierarchical model can
be suitably regarded as a deep generative architecture, whose motivation and some technical detail
may be found in Chapter 7 of the recent book (Kurzweil, 2012) on “Hierarchical HMM” or HHMM.
Related models with greater technical depth and mathematical treatment can be found in (Fine et
al., 1998) for HHMM and (Oliver et al., 2004) for Layered HMM. These early deep models were
formulated as directed graphical models, missing the key aspect of “distributed representation”
embodied in the more recent deep generative networks of the DBN and DBM discussed earlier in
this chapter. Filling in this missing aspect would help improve these generative models.
Finally, dynamic or temporally recursive generative models based on neural network architectures
can be found in (Taylor et al., 2007) for human motion modeling, and in (Socher et al., 2011, 2012)
for natural language and natural scene parsing. The latter model is particularly interesting because
the learning algorithms are capable of automatically determining the optimal model structure. This
contrasts with other deep architectures such as DBN where only the parameters are learned while
the architectures need to be pre-defined. Specifically, as reported in (Socher et al., 2011), the
recursive structure commonly found in natural scene images and in natural language sentences can
be discovered using a max-margin structure prediction architecture. It is shown that the units
contained in the images or sentences are identified, and the way in which these units interact with
each other to form the whole is also identified.

3.3 Deep Networks for Supervised Learning
Many of the discriminative techniques for supervised learning in signal and information processing
are shallow architectures such as HMMs (e.g., Juang et al., 1997; Chengalvarayan and Deng, 1998;
Povey and Woodland, 2002; Yu et al., 2007; He et al., 2008; Jiang and Li, 2010; Xiao and Deng,
2010; Gibson and Hain, 2010) and conditional random fields (CRFs) (e.g., Yang and Furui, 2009;
Yu et al., 2010; Hifny and Renals, 2009; Heintz et al., 2009; Zweig and Nguyen, 2009; Peng et al.,
2009). A CRF is intrinsically a shallow discriminative architecture, characterized by the linear
relationship between the input features and the transition features. The shallow nature of the CRF
is made most clear by the equivalence established between the CRF and the discriminatively
trained Gaussian models and HMMs (Heigold et al., 2011). More recently, deep-structured CRFs
have been developed by stacking the output in each lower layer of the CRF, together with the
original input data, onto its higher layer (Yu et al., 2010a). Various versions of deep-structured
CRFs are successfully applied to phone recognition (Yu and Deng, 2010), spoken language
identification (Yu et al., 2010a), and natural language processing (Yu et al., 2010). However, at
least for the phone recognition task, the performance of deep-structured CRFs, which are purely
discriminative (non-generative), has not been able to match that of the hybrid approach involving
DBN, which we will take on shortly.
Morgan (2012) gives an excellent review on other major existing discriminative models in speech
recognition based mainly on the traditional neural network or MLP architecture using backpropagation learning with random initialization. It argues for the importance of both the increased
width of each layer of the neural networks and the increased depth. In particular, a class of deep
neural network models forms the basis of the popular “tandem” approach (Morgan et al., 2005),
where the output of the discriminatively learned neural network is treated as part of the observation
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variable in HMMs. For some representative recent work in this area, see (Pinto et al., 2011;
Ketabdar and Bourlard, 2010).
In the most recent work of (Deng et. al, 2011; Deng et al., 2012a; Tur et al., 2012; Lena et al.,
2012; Vinyals et al., 2012), a new deep learning architecture, sometimes called Deep Stacking
Network (DSN), together with its tensor variant (Hutchinson et al, 2012, 2013) and its kernel
version (Deng et al., 2012), are developed that all focus on discrimination with scalable,
parallelizable learning relying on little or no generative component. We will describe this type of
discriminative deep architecture in detail in Chapter 6.
As discussed in the preceding section, recurrent neural networks (RNNs) have been used as a
generative model; see also the neural predictive model (Deng et al., 1994a) with a similar
“generative” mechanism. RNNs can also be used as a discriminative model where the output is a
label sequence associated with the input data sequence. Note that such discriminative RNNs or
sequence models were applied to speech a long time ago with limited success. In (Bengio, 1991),
an HMM was trained jointly with the neural networks, with a discriminative probabilistic training
criterion. In (Robinson, 1994), a separate HMM was used to segment the sequence during training,
and the HMM was also used to transform the RNN classification results into label sequences.
However, the use of the HMM for these purposes does not take advantage of the full potential of
RNNs.
A set of new models and methods were proposed more recently in (Graves et al., 2006; Graves,
2012, Graves et al., 2013, 2013a) that enable the RNNs themselves to perform sequence
classification while embedding the long-short-term memory into the model, removing the need for
pre-segmenting the training data and for post-processing the outputs. Underlying this method is
the idea of interpreting RNN outputs as the conditional distributions over all possible label
sequences given the input sequences. Then, a differentiable objective function can be derived to
optimize these conditional distributions over the correct label sequences, where the segmentation
of the data is performed automatically by the algorithm. The effectiveness of this method has been
demonstrated in handwriting recognition tasks and in a small speech task (Graves et al., 2013,
2013a) to be discussed in more detail in Chapter 7 of this book.
Another type of discriminative deep architecture is the convolutional neural network (CNN), in
which each module consists of a convolutional layer and a pooling layer. These modules are often
stacked up with one on top of another, or with a DNN on top of it, to form a deep model. The
convolutional layer shares many weights, and the pooling layer subsamples the output of the
convolutional layer and reduces the data rate from the layer below. The weight sharing in the
convolutional layer, together with appropriately chosen pooling schemes, endows the CNN with
some “invariance” properties (e.g., translation invariance). It has been argued that such limited
“invariance” or equi-variance is not adequate for complex pattern recognition tasks and more
principled ways of handling a wider range of invariance may be needed (Hinton et al., 2011).
Nevertheless, CNNs have been found highly effective and been commonly used in computer vision
and image recognition (Bengio and LeCun, 1995; LeCun et al., 1998; Ciresan et al., 2010, 2011,
2012, 2012a; Le et al., 2012; Dean et al., 2012; Krizhevsky et al., 2012, Zeiler, 2014). More
recently, with appropriate changes from the CNN designed for image analysis to that taking into

26
account speech-specific properties, the CNN is also found effective for speech recognition (AbdelHamid et al., 2012, 2013, 2013a; Sainath et al., 2013; Deng et al., 2013). We will discuss such
applications in more detail in Chapter 7 of this book.
It is useful to point out that the time-delay neural network (TDNN, Lang et al., 1990; Waibel et al.,
1989) developed for early speech recognition is a special case and predecessor of the CNN when
weight sharing is limited to one of the two dimensions, i.e., time dimension, and there is no pooling
layer. It was not until recently that researchers have discovered that the time-dimension invariance
is less important than the frequency-dimension invariance for speech recognition (Abdel-Hamid
et al., 2012, 2013; Deng et al., 2013). A careful analysis on the underlying reasons is described in
(Deng et al., 2013), together with a new strategy for designing the CNN’s pooling layer
demonstrated to be more effective than all previous CNNs in phone recognition.
It is also useful to point out that the model of hierarchical temporal memory (HTM, Hawkins and
Blakeslee, 2004; Hawkins et al., 2010; George, 2008) is another variant and extension of the CNN.
The extension includes the following aspects: 1) Time or temporal dimension is introduced to serve
as the “supervision” information for discrimination (even for static images); 2) Both bottom-up
and top-down information flows are used, instead of just bottom-up in the CNN; and 3) A Bayesian
probabilistic formalism is used for fusing information and for decision making.
Finally, the learning architecture developed for bottom-up, detection-based speech recognition
proposed in (Lee, 2004) and developed further since 2004, notably in (Yu et al., 2012a; Siniscalchi
et al., 2013, 2013a) using the DBN-DNN technique, can also be categorized in the discriminative
or supervised-learning deep architecture category. There is no intent and mechanism in this
architecture to characterize the joint probability of data and recognition targets of speech attributes
and of the higher-level phone and words. The most current implementation of this approach is
based on the DNN, or neural networks with many layers using back-propagation learning. One
intermediate neural network layer in the implementation of this detection-based framework
explicitly represents the speech attributes, which are simplified entities from the “atomic” units of
speech developed in the early work of (Deng and Sun, 1994; Sun and Deng, 2002). The
simplification lies in the removal of the temporally overlapping properties of the speech attributes
or articulatory-like features. Embedding such more realistic properties in the future work is
expected to improve the accuracy of speech recognition further.

3.4 Hybrid Deep Networks
The term “hybrid” for this third category refers to the deep architecture that either comprises or
makes use of both generative and discriminative model components. In the existing hybrid
architectures published in the literature, the generative component is mostly exploited to help with
discrimination, which is the final goal of the hybrid architecture. How and why generative
modeling can help with discrimination can be examined from two viewpoints (Erhan et al., 2010):


The optimization viewpoint where generative models trained in an unsupervised fashion can
provide excellent initialization points in highly nonlinear parameter estimation problems
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(The commonly used term of “pre-training” in deep learning has been introduced for this
reason); and/or


The regularization perspective where the unsupervised-learning models can effectively
provide a prior on the set of functions representable by the model.

The study reported in (Erhan et al., 2010) provided an insightful analysis and experimental
evidence supporting both of the viewpoints above.
The DBN, a generative, deep network for unsupervised learning discussed in Chapter 3.2, can be
converted to and used as the initial model of a DNN for supervised learning with the same network
structure, which is further discriminatively trained or fine-tuned using the target labels provided.
When the DBN is used in this way we consider this DBN-DNN model as a hybrid deep model,
where the model trained using unsupervised data helps to make the discriminative model effective
for supervised learning. We will review details of the discriminative DNN for supervised learning
in the context of RBM/DBN generative, unsupervised pre-training in Chapter 5.
Another example of the hybrid deep network is developed in (Mohamed et al., 2010), where the
DNN weights are also initialized from a generative DBN but are further fine-tuned with a
sequence-level discriminative criterion, which is the conditional probability of the label sequence
given the input feature sequence, instead of the frame-level criterion of cross-entropy commonly
used. This can be viewed as a combination of the static DNN with the shallow discriminative
architecture of CRF. It can be shown that such a DNN-CRF is equivalent to a hybrid deep
architecture of DNN and HMM whose parameters are learned jointly using the full-sequence
maximum mutual information (MMI) criterion between the entire label sequence and the input
feature sequence. A closely related full-sequence training method designed and implemented for
much larger tasks is carried out more recently with success for a shallow neural network
(Kingsbury, 2009) and for a deep one (Kingsbury et al., 2012; Su et al., 2013). We note that the
origin of the idea for joint training of the sequence model (e.g., the HMM) and of the neural
network came from the early work of (Bengio, 1991; Bengio et al., 1992), where shallow neural
networks were trained with small amounts of training data and with no generative pre-training.
Here, it is useful to point out a connection between the above pretraining/fine-tuning strategy
associated with hybrid deep networks and the highly popular minimum phone error (MPE) training
technique for the HMM (Povey and Woodland, 2002; and He et al., 2008 for an overview). To
make MPE training effective, the parameters need to be initialized using an algorithm (e.g., BaumWelch algorithm) that optimizes a generative criterion (e.g., maximum likelihood). This type of
methods, which uses maximum-likelihood trained parameters to assist in the discriminative HMM
training can be viewed as a “hybrid” approach to train the shallow HMM model.
Along the line of using discriminative criteria to train parameters in generative models as in the
above HMM training example, we here discuss the same method applied to learning other hybrid
deep networks. In (Larochelle and Bengio, 2008), the generative model of RBM is learned using
the discriminative criterion of posterior class-label probabilities. Here the label vector is
concatenated with the input data vector to form the combined visible layer in the RBM. In this
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way, RBM can serve as a stand-alone solution to classification problems and the authors derived
a discriminative learning algorithm for RBM as a shallow generative model. In the more recent
work by Ranzato et al. (2011), the deep generative model of DBN with gated Markov random field
(MRF) at the lowest level is learned for feature extraction and then for recognition of difficult
image classes including occlusions. The generative ability of the DBN facilitates the discovery of
what information is captured and what is lost at each level of representation in the deep model, as
demonstrated in (Ranzato et al., 2011). A related study on using the discriminative criterion of
empirical risk to train deep graphical models can be found in (Stoyanov et al., 2011).
A further example of hybrid deep networks is the use of generative models of DBNs to pre-train
deep convolutional neural networks (deep CNNs) (Lee et al., 2009, 2010, 2011). Like the fully
connected DNN discussed earlier, pre-training also helps to improve the performance of deep
CNNs over random initialization. Pre-training DNNs or CNNs using a set of regularized deep
autoencoders (Bengio et al., 2013a), including denoising autoencoders, contractive autoencoders,
and sparse autoencoders, is also a similar example of the category of hybrid deep networks.
The final example given here for hybrid deep networks is based on the idea and work of (Ney,
1999; He and Deng, 2011), where one task of discrimination (e.g., speech recognition) produces
the output (text) that serves as the input to the second task of discrimination (e.g., machine
translation). The overall system, giving the functionality of speech translation – translating speech
in one language into text in another language – is a two-stage deep architecture consisting of both
generative and discriminative elements. Both models of speech recognition (e.g., HMM) and of
machine translation (e.g., phrasal mapping and non-monotonic alignment) are generative in nature,
but their parameters are all learned for discrimination of the ultimate translated text given the
speech data. The framework described in (He and Deng, 2011) enables end-to-end performance
optimization in the overall deep architecture using the unified learning framework initially
published in (He et al., 2008). This hybrid deep learning approach can be applied to not only speech
translation but also all speech-centric and possibly other information processing tasks such as
speech information retrieval, speech understanding, cross-lingual speech/text understanding and
retrieval, etc. (e.g., Yamin et al., 2008; Tur et al., 2012; He and Deng, 2012, 2013; Deng et al.,
2012; Deng et al., 2013a; He et al., 2013).
In the next three chapters, we will elaborate on three prominent types of models for deep learning,
one from each of the three classes reviewed in this chapter. These are chosen to serve the tutorial
purpose, given their simplicity of the architectural and mathematical descriptions. The three
architectures described in the following three chapters may not be interpreted as the most
representative and influential work in each of the three classes.
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CHAPTER 4
DEEP AUTOENCODERS --UNSUPERVISED LEARNING
This chapter and the next two will each select one prominent example deep network for each of
the three categories outlined in Chapter 3. Here we begin with the category of the deep models
designed mainly for unsupervised learning.

4.1 Introduction
The deep autoencoder is a special type of the DNN (with no class labels), whose output vectors
have the same dimensionality as the input vectors. It is often used for learning a representation or
effective encoding of the original data, in the form of input vectors, at hidden layers. Note that the
autoencoder is a nonlinear feature extraction method without using class labels. As such, the
features extracted aim at conserving and better representing information instead of performing
classification tasks, although sometimes these two goals are correlated.
An autoencoder typically has an input layer which represents the original data or input feature
vectors (e.g., pixels in image or spectra in speech), one or more hidden layers that represent the
transformed feature, and an output layer which matches the input layer for reconstruction. When
the number of hidden layers is greater than one, the autoencoder is considered to be deep. The
dimension of the hidden layers can be either smaller (when the goal is feature compression) or
larger (when the goal is mapping the feature to a higher-dimensional space) than the input
dimension.
An autoencoder is often trained using one of the many back-propagation variants, typically the
stochastic gradient descent method. Though often reasonably effective, there are fundamental
problems when using back-propagation to train networks with many hidden layers. Once the errors
get back-propagated to the first few layers, they become minuscule, and training becomes quite
ineffective. Though more advanced back-propagation methods help with this problem to some
degree, it still results in slow learning and poor solutions, especially with limited amounts of
training data. As mentioned in the previous chapters, the problem can be alleviated by pre-training
each layer as a simple autoencoder (Hinton et al, 2006; Bengio et al., 2006). This strategy has been
applied to construct a deep autoencoder to map images to short binary code for fast, content-based
image retrieval, to encode documents (called semantic hashing), and to encode spectrogram-like
speech features which we review below.
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4.2 Use of Deep Autoencoders to Extract Speech
Features
Here we review a set of work, some of which was published in (Deng et al., 2010), in developing
an autoencoder for extracting binary speech codes using unlabeled speech data only. The discrete
representations in terms of a binary code extracted by this model can be used in speech information
retrieval or as bottleneck features for speech recognition.
A deep generative model of patches of spectrograms that contain 256 frequency bins and 1, 3, 9,
or 13 frames is illustrated in Figure 4.1. An undirected graphical model called a GaussianBernoulli RBM is built that has one visible layer of linear variables with Gaussian noise and one
hidden layer of 500 to 3000 binary latent variables. After learning the Gaussian- Bernoulli RBM,
the activation probabilities of its hidden units are treated as the data for training another BernoulliBernoulli RBM. These two RBM’s can then be composed to form a deep belief net (DBN) in
which it is easy to infer the states of the second layer of binary hidden units from the input in a
single forward pass. The DBN used in this work is illustrated on the left side of Figure 4.1, where
the two RBMs are shown in separate boxes. (See more detailed discussions on RBM and DBN in
Chapter 5).

Figure 4.1. The architecture of the deep autoencoder used in (Deng et al., 2010) for extracting
binary speech codes from high-resolution spectrograms. [after (Deng et. al., 2010), @Elsevier]
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The deep autoencoder with three hidden layers is formed by “unrolling” the DBN using its weight
matrices. The lower layers of this deep autoencoder use the matrices to encode the input and the
upper layers use the matrices in reverse order to decode the input. This deep autoencoder is then
fine-tuned using error back-propagation to minimize the reconstruction error, as shown on the right
side of Figure 4.1. After learning is complete, any variable-length spectrogram can be encoded and
reconstructed as follows. First, N consecutive overlapping frames of 256-point log power spectra
are each normalized to zero-mean and unit-variance across samples per feature to provide the input
to the deep autoencoder. The first hidden layer then uses the logistic function to compute realvalued activations. These real values are fed to the next, coding layer to compute “codes”. The
real-valued activations of hidden units in the coding layer are quantized to be either zero or one
with 0.5 as the threshold. These binary codes are then used to reconstruct the original spectrogram,
where individual fixed-frame patches are reconstructed first using the two upper layers of network
weights. Finally, the standard overlap-and-add technique in signal processing is used to reconstruct
the full-length speech spectrogram from the outputs produced by applying the deep autoencoder
to every possible window of N consecutive frames. We show some illustrative encoding and
reconstruction examples below.
At the top of Figure 4.2 is the original, un-coded speech, followed by the speech utterances
reconstructed from the binary codes (zero or one) at the 312 unit bottleneck code layer with
encoding window lengths of N=1, 3, 9, and 13, respectively. The lower reconstruction errors for
N=9 and N=13 are clearly seen.

Figure 4.2. Top to Bottom: The original
spectrogram; reconstructions using input window
sizes of N= 1, 3, 9, and 13 while forcing the coding
units to take values of zero or one (i.e., a binary
code). [after (Deng et. al., 2010), @Elsevier]
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Figure 4.3. Top to bottom: The original
spectrogram from the test set; reconstruction
from the 312-bit VQ coder; reconstruction from
the 312-bit autoencoder; coding errors as a
function of time for the VQ coder (blue) and
autoencoder (red); spectrogram of the VQ
coder residual; spectrogram of the deep
autoencoder’s residual. [after (Deng et. al.,
2010), @Elsevier]

Encoding error of the deep autoencoder is qualitatively examined in comparison with the more
traditional codes via vector quantization (VQ). Figure 3 shows various aspects of the encoding
errors. At the top is the original speech utterance’s spectrogram. The next two spectrograms are
the blurry reconstruction from the 312-bit VQ and the much more faithful reconstruction from the
312-bit deep autoencoder. Coding errors from both coders, plotted as a function of time, are shown
below the spectrograms, demonstrating that the autoencoder (red curve) is producing lower errors
than the VQ coder (blue curve) throughout the entire span of the utterance. The final two
spectrograms show detailed coding error distributions over both time and frequency bins.
Figures 4.4 to 4.10 show additional examples (unpublished) for the original un-coded speech
spectrograms and their reconstructions using the deep autoencoder. They give a diverse number of
binary codes for either a single or three consecutive frames in the spectrogram samples.
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Figure 4.4. The original speech spectrogram and the reconstructed counterpart. A total of 312
binary codes are with one for each single frame.

Figure 4.5. Same as Figure 4.4 but with a different TIMIT speech utterance.

Figure 4.6. The original speech spectrogram and the reconstructed counterpart. A total of 936
binary codes are used for three adjacent frames.
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Figure 4.7. Same as Figure 4.6 but with a different TIMIT speech utterance.

Figure 4.8. Same as Figure 4.6 but with yet another TIMIT speech utterance.

Figure 4.9. The original speech spectrogram and the reconstructed counterpart. A total of 2000
binary codes with one for each single frame.

Figure 4.10. Same as Figure 4.9 but with a different TIMIT speech utterance.
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4.3 Stacked Denoising Autoencoders
In early years of autoencoder research, the encoding layer had smaller dimensions than the input
layer. However, in some applications, it is desirable that the encoding layer is wider than the input
layer, in which case techniques are needed to prevent the neural network from learning the trivial
identity mapping function. One of the reasons for using a higher dimension in the hidden or
encoding layers than the input layer is that it allows the autoencoder to capture a rich input
distribution.
The trivial mapping problem discussed above can be prevented by methods such as using
sparseness constraints, or using the “dropout” trick by randomly forcing certain values to be zero
and thus introducing distortions at the input data (Vincent, et al., 2010; Vincent, 2011) or at the
hidden layers (Hinton et al., 2012a). For example, in the stacked denoising autoencoder detailed
in (Vincent, et al., 2010), random noises are added to the input data. This serves several purposes.
First, by forcing the output to match the original undistorted input data the model can avoid
learning the trivial identity solution. Second, since the noises are added randomly, the model
learned would be robust to the same kind of distortions in the test data. Third, since each distorted
input sample is different, it greatly increases the training set size and thus can alleviate the
overfitting problem.
It is interesting to note that when the encoding and decoding weights are forced to be the transpose
of each other, such denoising autoencoder with a single sigmoidal hidden layer is strictly
equivalent to a particular Gaussian RBM, but instead of training it by the technique of contrastive
divergence (CD) or persistent CD, it is trained by a score matching principle, where the score is
defined as the derivative of the log-density with respect to the input (Vincent, 2011). Furthermore,
Alain and Bengio (2013) generalized this result to any parameterization of the encoder and decoder
with squared reconstruction error and Gaussian corruption noise. They show that as the amount of
noise approaches zero, such models estimate the true score of the underlying data generating
distribution. Finally, Bengio et al (2013b) show that any denoising autoencoder is a consistent
estimator of the underlying data generating distribution within some family of distributions. This
is true for any parameterization of the autoencoder, for any type of information-destroying
corruption process with no constraint on the noise level except being positive, and for any
reconstruction loss expressed as a conditional log-likelihood. The consistency of the estimator is
achieved by associating the denoising autoencoder with a Markov chain whose stationary
distribution is the distribution estimated by the model, and this Markov chain can be used to sample
from the denoising autoencoder.

4.4 Transforming Autoencoders
The deep autoencoder described above can extract faithful codes for feature vectors due to many
layers of nonlinear processing. However, the code extracted in this way is transformation-variant.
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In other words, the extracted code would change in ways chosen by the learner when the input
feature vector is transformed. Sometimes, it is desirable to have the code change predictably to
reflect the underlying transformation-invariant property of the perceived content. This is the goal
of the transforming autoencoder proposed in (Hinton et al., 2011) for image recognition.
The building block of the transforming autoencoder is a “capsule”, which is an independent subnetwork that extracts a single parameterized feature representing a single entity, be it visual or
audio. A transforming autoencoder receives both an input vector and a target output vector, which
is transformed from the input vector through a simple global transformation mechanism; e.g.
translation of an image and frequency shift of speech (the latter due to the vocal tract length
difference). An explicit representation of the global transformation is assumed known. The coding
layer of the transforming autoencoder consists of the outputs of several capsules.
During the training phase, the different capsules learn to extract different entities in order to
minimize the error between the ﬁnal output and the target.
In addition to the deep autoencoder architectures described here, there are many other types of
generative architectures in the literature, all characterized by the use of data alone (i.e., free of
classification labels) to automatically derive higher-level features.
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CHAPTER 5
PRE-TRAINED DEEP NEURAL
NETWORKS --- A HYBRID
In this chapter, we present the most widely used hybrid deep architecture – the pre-trained deep
neural network (DNN), and discuss the related techniques and building blocks including the RBM
and DBN. We discuss the DNN example here in the category of hybrid deep networks before the
examples in the category of deep networks for supervised learning (Chapter 6). This is partly due
to the natural flow from the unsupervised learning models to the DNN as a hybrid model. The
discriminative nature of artificial neural networks for supervised learning has been widely known,
and thus would not be required for understanding the hybrid nature of the DNN that uses
unsupervised pre-training to facilitate the subsequent discriminative fine tuning.
Part of the review in this chapter is based on recent publications in (Hinton et al., 2012), (Yu and
Deng, 2011), and (Dahl et al., 2012).

5.1 Restricted Boltzmann Machines
An RBM is a special type of Markov random field that has one layer of (typically Bernoulli)
stochastic hidden units and one layer of (typically Bernoulli or Gaussian) stochastic visible or
observable units. RBMs can be represented as bipartite graphs, where all visible units are
connected to all hidden units, and there are no visible-visible or hidden-hidden connections.
In an RBM, the joint distribution p(𝐯, 𝐡; θ) over the visible units 𝐯 and hidden units 𝐡, given the
model parameters θ, is defined in terms of an energy function E(𝐯, 𝐡; θ) of

p(𝐯, 𝐡; θ) =

𝑒𝑥𝑝 (−E(𝐯, 𝐡; θ))
,
𝑍

where 𝑍 = ∑𝐯 ∑𝐡 𝑒𝑥𝑝(−E(𝐯, 𝐡; θ)) is a normalization factor or partition function, and the
marginal probability that the model assigns to a visible vector 𝐯 is

p(𝐯; θ) =

∑𝒉 𝑒𝑥𝑝(−E(𝐯, 𝐡; θ))
.
𝑍

For a Bernoulli (visible)-Bernoulli (hidden) RBM, the energy function is defined as
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𝐼

𝐽

𝐽

𝐼

E(𝐯, 𝐡; θ) = − ∑ ∑ 𝑤𝑖𝑗 𝑣𝑖 ℎ𝑗 − ∑ 𝑏𝑖 𝑣𝑖 − ∑ 𝑎𝑗 ℎ𝑗 ,
𝑖=1 𝑗=1

𝑖=1

𝑗=1

where 𝑤𝑖𝑗 represents the symmetric interaction term between visible unit 𝑣𝑖 and hidden unit ℎ𝑗 , 𝑏𝑖
and 𝑎𝑗 the bias terms, and 𝐼 and 𝐽 are the numbers of visible and hidden units. The conditional
probabilities can be efficiently calculated as
𝐼

𝑝(ℎ𝑗 = 1|𝐯; θ) = 𝜎 (∑ 𝑤𝑖𝑗 𝑣𝑖 + 𝑎𝑗 ),
𝑖=1
𝐽

𝑝(𝑣𝑖 = 1|𝐡; θ) = 𝜎 (∑ 𝑤𝑖𝑗 ℎ𝑗 + 𝑏𝑖 ),
𝑗=1

where 𝜎(𝑥) = 1⁄(1 + 𝑒𝑥𝑝(−𝑥)).
Similarly, for a Gaussian (visible)-Bernoulli (hidden) RBM, the energy is
𝐼

𝐽

𝐼

𝐽

𝑖=1

𝑗=1

1
E(𝐯, 𝐡; θ) = − ∑ ∑ 𝑤𝑖𝑗 𝑣𝑖 ℎ𝑗 − ∑(𝑣𝑖 − 𝑏𝑖 )2 − ∑ 𝑎𝑗 ℎ𝑗 ,
2
𝑖=1 𝑗=1

The corresponding conditional probabilities become
𝐼

𝑝(ℎ𝑗 = 1|𝐯; θ) = 𝜎 (∑ 𝑤𝑖𝑗 𝑣𝑖 + 𝑎𝑗 ),
𝑖=1
𝐽

𝑝(𝑣𝑖 |𝐡; θ) = 𝒩 (∑ 𝑤𝑖𝑗 ℎ𝑗 + 𝑏𝑖 , 1),
𝑗=1

where 𝑣𝑖 takes real values and follows a Gaussian distribution with mean ∑𝐽𝑗=1 𝑤𝑖𝑗 ℎ𝑗 + 𝑏𝑖 and
variance one. Gaussian-Bernoulli RBMs can be used to convert real-valued stochastic variables to
binary stochastic variables, which can then be further processed using the Bernoulli-Bernoulli
RBMs.
The above discussion used two of the most common conditional distributions for the visible data
in the RBM – Gaussian (for continuous-valued data) and binomial (for binary data). More general
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types of distributions in the RBM can also be used. See (Welling et al., 2005) for the use of general
exponential-family distributions for this purpose.
Taking the gradient of the log likelihood log 𝑝(𝐯; θ) we can derive the update rule for the RBM
weights as:
∆𝑤𝑖𝑗 = 𝐸𝑑𝑎𝑡𝑎 (𝑣𝑖 ℎ𝑗 ) − 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ),
where 𝐸𝑑𝑎𝑡𝑎 (𝑣𝑖 ℎ𝑗 ) is the expectation observed in the training set (with ℎ𝑗 sampled given
𝑣𝑖 according to the model), and 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ) is that same expectation under the distribution
defined by the model. Unfortunately, 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ) is intractable to compute. The contrastive
divergence (CD) approximation to the gradient was the first efficient method proposed to
approximate this expected value, where 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ) is replaced by running the Gibbs sampler
initialized at the data for one or more steps. The steps in approximating 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ) is
summarized as follows:


Initialize 𝐯𝟎 at data



Sample 𝐡𝟎 ∼ 𝒑(𝐡|𝐯𝟎 )



Sample 𝐯𝟏 ∼ 𝒑(𝐯|𝐡𝟎 )



Sample 𝐡𝟏 ∼ 𝒑(𝐡|𝐯𝟏 )

Here, (𝐯𝟏 , 𝐡𝟏 ) is a sample from the model, as a very rough estimate of 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ). The use of
(𝐯𝟏 , 𝐡𝟏 ) to approximate 𝐸𝑚𝑜𝑑𝑒𝑙 (𝑣𝑖 ℎ𝑗 ) gives rise to the algorithm of CD-1. The sampling process
can be pictorially depicted in Figure 5.1 below.

Figure 5.1. A pictorial view of sampling from a RBM during RBM learning (courtesy of Geoff
Hinton).
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Note that CD-k generalizes this to more steps of the Markov chain. There are other techniques for
estimating the log-likelihood gradient of RBMs, in particular the stochastic maximum likelihood
or persistent contrastive divergence (PCD) (Younes 1999; Tieleman, 2008). Both work better than
CD when using the RBM as a generative model.
Careful training of RBMs is essential to the success of applying RBM and related deep learning
techniques to solve practical problems. See Technical Report (Hinton 2010) for a very useful
practical guide for training RBMs.
The RBM discussed above is both a generative and an unsupervised model, which characterizes
the input data distribution using hidden variables and there is no label information involved.
However, when the label information is available, it can be used together with the data to form the
concatenated “data” set. Then the same CD learning can be applied to optimize the approximate
“generative” objective function related to data likelihood. Further, and more interestingly, a
“discriminative” objective function can be defined in terms of conditional likelihood of labels.
This discriminative RBM can be used to “fine tune” RBM for classification tasks (Larochelle and
Bengio, 2008).
Ranzato et al. (2007) proposed an unsupervised learning algorithm called Sparse Encoding
Symmetric Machine (SESM), which is quite similar to RBM. They both have a symmetric encoder
and decoder, and a logistic non-linearity on the top of the encoder. The main difference is that
whereas the RBM is trained using (very approximate) maximum likelihood, SESM is trained by
simply minimizing the average energy plus an additional code sparsity term. SESM relies on the
sparsity term to prevent flat energy surfaces, while RBM relies on an explicit contrastive term in
the loss, an approximation of the log partition function. Another difference is in the coding strategy
in that the code units are “noisy” and binary in the RBM, while they are quasi-binary and sparse
in SESM.

5.2 Unsupervised Layer-wise Pre-training
Here we describe how to stack up RBMs just described to form a DBN as the basis for DNN’s pretraining. Before delving into details, we first note that this procedure, proposed by Hinton and
Salakhutdinov (2006) is a more general technique of unsupervised layer-wise pretraining. That is,
not only RBMs can be stacked to form deep generative (or discriminative) networks, but other
types of networks can also do the same, such as autoencoder variants as proposed by Bengio et al.
(2006).
Stacking a number of the RBMs learned layer by layer from bottom up gives rise to a DBN, an
example of which is shown in Figure 5.2. The stacking procedure is as follows. After learning a
Gaussian-Bernoulli RBM (for applications with continuous features such as speech) or BernoulliBernoulli RBM (for applications with nominal or binary features such as black-white image or
coded text), we treat the activation probabilities of its hidden units as the data for training the
Bernoulli-Bernoulli RBM one layer up. The activation probabilities of the second-layer BernoulliBernoulli RBM are then used as the visible data input for the third-layer Bernoulli-Bernoulli RBM,
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and so on. Some theoretical justification of this efficient layer-by-layer greedy learning strategy is
given in (Hinton et al., 2006), where it is shown that the stacking procedure above improves a
variational lower bound on the likelihood of the training data under the composite model. That is,
the greedy procedure above achieves approximate maximum likelihood learning. Note that this
learning procedure is unsupervised and requires no class label.

Figure 5.2. An illustration of the DBN-DNN architecture.
When applied to classification tasks, the generative pre-training can be followed by or combined
with other, typically discriminative, learning procedures that fine-tune all of the weights jointly to
improve the performance of the network. This discriminative fine-tuning is performed by adding
a final layer of variables that represent the desired outputs or labels provided in the training data.
Then, the back-propagation algorithm can be used to adjust or fine-tune the network weights in
the same way as for the standard feed-forward neural network. What goes to the top, label layer of
this DNN depends on the application. For speech recognition applications, the top layer, denoted
by “l1, l2,… lj,… lL,” in Figure 5.2, can represent either syllables, phones, sub-phones, phone states,
or other speech units used in the HMM-based speech recognition system.
The generative pre-training described above has produced better phone and speech recognition
results than random initialization on a wide variety of tasks, which will be surveyed in Chapter 7.
Further research has also shown the effectiveness of other pre-training strategies. As an example,
greedy layer-by-layer training may be carried out with an additional discriminative term to the
generative cost function at each level. And without generative pre-training, purely discriminative
training of DNNs from random initial weights using the traditional stochastic gradient decent
method has been shown to work very well when the scales of the initial weights are set carefully
and the mini-batch sizes, which trade off noisy gradients with convergence speed, used in
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stochastic gradient decent are adapted prudently (e.g., with an increasing size over training epochs).
Also, randomization order in creating mini-batches needs to be judiciously determined.
Importantly, it was found effective to learn a DNN by starting with a shallow neural network with
a single hidden layer. Once this has been trained discriminatively (using early stops to avoid
overfitting), a second hidden layer is inserted between the first hidden layer and the labeled
softmax output units and the expanded deeper network is again trained discriminatively. This can
be continued until the desired number of hidden layers is reached, after which a full
backpropagation “fine tuning” is applied. This discriminative “pre-training” procedure is found to
work well in practice (e.g., Seide et al., 2011; Yu et al., 2011), especially with a reasonably large
amount of training data. When the amount of training data is increased even more, then some
carefully designed random initialization methods can work well also without using the above pretraining schemes.
In any case, pre-training based on the use of RBMs to stack up in forming the DBN has been found
to work well in most cases, regardless of a large or small amount of training data. It is useful to
point out that there are other ways to perform pre-training in addition to the use of RBMs and
DBNs. For example, denoising autoencoders have now been shown to be consistent estimators of
the data generating distribution (Bengio et al., 2013b). Like RBMs, they are also shown to be
generative models from which one can sample. Unlike RBMs, however, an unbiased estimator of
the gradient of the training objective function can be obtained by the denoising autoencoders,
avoiding the need for MCMC or variational approximations in the inner loop of training. Therefore,
the greedy layer-wise pre-training may be performed as effectively by stacking the denoising
autoencoders as by stacking the RBMs each as a single-layer learner.
Further, a general framework for layer-wise pre-training can be found in many deep learning
papers; e.g., Section 2 of (Bengio, 2012). This includes, as a special case, the use of RBMs as the
single-layer building block as discussed in this section. The more general framework can cover the
RBM/DBN as well as any other unsupervised feature extractor. It can also cover the case of
unsupervised pre-training of the representation only followed by a separate stage of learning a
classifier on top of the unsupervised, pre-trained features (Lee et al., 2009, 2010, 2011).

5.3 Interfacing DNNs with HMMs
The pre-trained DNN as a prominent example of the hybrid deep networks discussed so far in this
chapter is a static classifier with input vectors having a fixed dimensionality. However, many
practical pattern recognition and information processing problems, including speech recognition,
machine translation, natural language understanding, video processing and bio-information
processing, require sequence recognition. In sequence recognition, sometimes called classification
with structured input/output, the dimensionality of both inputs and outputs are variable.
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Figure 5.3. Interface between DBN/DNN and HMM to form a DNN-HMM. This architecture,
developed at Microsoft, has been successfully used in speech recognition experiments reported in
(Dahl et al., 2011, 2012). [after (Dahl et. al., 2011, 2012), @IEEE]
The HMM, based on dynamic programing operations, is a convenient tool to help port the strength
of a static classifier to handle dynamic or sequential patterns. Thus, it is natural to combine feedforward neural networks and HMMs to bridge the gap between the static and sequence pattern
recognition, as was done in the early days of neural networks for speech recognition (Bengio, 1991;
Bengio et al., 1992; Bourlard and Morgan, 1993). A popular architecture to fulfill this role with
the use of the DNN is shown in 5.3. This architecture has been successfully used in speech
recognition experiments as reported in (Dahl et al., 2011, 2012).
It is important to note that the unique elasticity of temporal dynamics of speech as elaborated in
(Deng et al., 1997; Bridle et al., 1998; Deng, 1998, 2006) would require temporally-correlated
models more powerful than HMMs for the ultimate success of speech recognition. Integrating such
dynamic models that have realistic co-articulatory properties with the DNN and possibly other
deep learning models to form the coherent dynamic deep architecture is a challenging new research
direction.
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CHAPTER 6
DEEP STACKING NETWORKS AND
VARIANTS --- SUPERVISED LEARNING
6.1 Introduction
While the DNN just reviewed has been shown to be extremely powerful in connection with
performing recognition and classification tasks including speech recognition and image
classification, training a DNN has proven to be difficult computationally. In particular,
conventional techniques for training DNNs at the fine tuning phase involve the utilization of a
stochastic gradient descent learning algorithm, which is difficult to parallelize across machines.
This makes learning at large scale non-trivial. For example, it has been possible to use one single,
very powerful GPU machine to train DNN-based speech recognizers with dozens to a few
hundreds or thousands of hours of speech training data with remarkable results. It is less clear,
however, to scale up this success with many thousands or more hours of training data. See (Dean
et al., 2012) for recent work in this direction.
Here we describe a new deep learning architecture, the deep stacking network (DSN), which was
originally designed with the learning scalability problem in mind. This chapter is based in part on
the recent publications of (Deng and Yu, 2011; Deng et al., 2012a; Hutchinson et al., 2012, 2013)
with expanded discussions.
The central idea of the DSN design relates to the concept of stacking, as proposed originally in
(Wolpert, 1992), where simple modules of functions or classifiers are composed first and then they
are “stacked” on top of each other in order to learn complex functions or classifiers. Various ways
of implementing stacking operations have been developed in the past, typically making use of
supervised information in the simple modules. The new features for the stacked classifier at a
higher level of the stacking architecture often come from concatenation of the classifier output of
a lower module and the raw input features. In (Cohen and de Carvalho, 2005), the simple module
used for stacking was a conditional random field (CRF). This type of deep architecture was further
developed with hidden states added for successful natural language and speech recognition
applications where segmentation information in unknown in the training data (Yu et al., 2010).
Convolutional neural networks, as in (Jarrett, et al., 2009), can also be considered as a stacking
architecture but the supervision information is typically not used until in the final stacking module.
The DSN architecture was originally presented in (Deng and Yu, 2011) and was referred as deep
convex network or DCN to emphasize the convex nature of a major portion of the algorithm used
for learning the network. The DSN makes use of supervision information for stacking each of the
basic modules, which takes the simplified form of multilayer perceptron. In the basic module, the
output units are linear and the hidden units are sigmoidal nonlinear. The linearity in the output
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units permits highly efficient, parallelizable, and closed-form estimation (a result of convex
optimization) for the output network weights given the hidden units’ activities. Due to the closedform constraints between the input and output weights, the input weights can also be elegantly
estimated in an efficient, parallelizable, batch-mode manner, which we will describe in some detail
in Section 6.3.
The name “convex” used in (Deng and Yu, 2011) accentuates the role of convex optimization in
learning the output network weights given the hidden units’ activities in each basic module. It also
points to the importance of the closed-form constraints, derived from the convexity, between the
input and output weights. Such constraints make the learning of the remaining network parameters
(i.e., the input network weights) much easier than otherwise, enabling batch-mode learning of the
DSN that can be distributed over CPU clusters. And in more recent publications, the DSN was
used when the key operation of stacking is emphasized.

6.2 A Basic Architecture of the Deep Stacking
Network
A DSN, as shown in Figure 6.1, includes a variable number of layered modules, wherein each
module is a specialized neural network consisting of a single hidden layer and two trainable sets
of weights. In Figure 6.1, only four such modules are illustrated, where each module is shown with
a separate color. In practice, up to a few hundreds of modules have been efficiently trained and
used in image and speech classification experiments.
The lowest module in the DSN comprises a linear layer with a set of linear input units, a hidden
non-linear layer with a set of non-linear units, and a second linear layer with a set of linear output
units. A sigmoidal nonlinearity is typically used in the hidden layer. However, other nonlinearities
can also be used. If the DSN is utilized in connection with recognizing an image, the input units
can correspond to a number of pixels (or extracted features) in the image, and can be assigned
values based at least in part upon intensity values, RGB values, or the like corresponding to the
respective pixels. If the DSN is utilized in connection with speech recognition, the set of input
units may correspond to samples of speech waveform, or the extracted features from speech
waveforms, such as power spectra or cepstral coefficients. The output units in the linear output
layer represent the targets of classification. For instance, if the DSN is configured to perform digit
recognition, then the output units may be representative of the values 0, 1, 2, 3, and so forth up to
9 with a 0-1 coding scheme. If the DSN is configured to perform speech recognition, then the
output units may be representative of phones, HMM states of phones, or context-dependent HMM
states of phones.
The lower-layer weight matrix, which we denote by W, connects the linear input layer and the
hidden nonlinear layer. The upper-layer weight matrix, which we denote by U, connects the
nonlinear hidden layer with the linear output layer. The weight matrix U can be determined through
a closed-form solution given the weight matrix W when the mean square error training criterion is
used.
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As indicated above, the DSN includes a set of serially connected, overlapping, and layered
modules, wherein each module has the same architecture – a linear input layer followed by a
nonlinear hidden layer, which is connected to a linear output layer. Note that the output units of a
lower module are a subset of the input units of an adjacent higher module in the DSN. More
specifically, in a second module that is directly above the lowest module in the DSN, the input
units can include the output units of the lowest module and optionally the raw input feature.
This pattern of including output units in a lower module as a portion of the input units in an adjacent
higher module and thereafter learning a weight matrix that describes connection weights between
hidden units and linear output units via convex optimization can continue for many modules. A
resultant learned DSN may then be deployed in connection with an automatic classification task
such as frame-level speech phone or state classification. Connecting the DSN’s output to an HMM
or any dynamic programming device enables continuous speech recognition and other forms of
sequential pattern recognition.
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Figure 6.1. A DSN architecture using input-output stacking. Four modules are illustrated, each
with a distinct color. Dashed lines denote copying layers. [after (Tur et. al., 2012), @IEEE]

6.3 A Method for Learning the DSN Weights
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Here, we provide some technical detail on how the use of linear output units in the DSN facilitates
the learning of the DSN weights. A single module is used to illustrate the advantage for simplicity
reasons. First, it is clear that the upper layer weight matrix U can be efficiently learned once the
activity matrix H over all training samples in the hidden layer is known. Let’s denote the training
𝑇
vectors by 𝑿 = [𝒙1 , ⋯ , 𝒙𝑖 , ⋯ , 𝒙𝑁 ], in which each vector is denoted by 𝒙𝑖 = [𝑥1𝑖 , ⋯ , 𝑥𝑗𝑖 , ⋯ , 𝑥𝐷𝑖 ]
where D is the dimension of the input vector, which is a function of the block, and 𝑁 is the total
number of training samples. Denote by 𝐿 the number of hidden units and by 𝐶 the dimension of
the output vector. Then the output of a DSN block is 𝒚𝑖 = 𝑼𝑇 𝒉𝑖 , where 𝒉𝑖 = 𝜎(𝑾𝑇 𝒙𝑖 ) is the
hidden-layer vector for sample i, 𝑼 is an 𝐿 × 𝐶 weight matrix at the upper layer of a block. 𝑾 is a
𝐷 × 𝐿 weight matrix at the lower layer of a block, and σ(∙) is a sigmoid function. Bias terms are
implicitly represented in the above formulation if 𝒙𝑖 and 𝒉𝑖 are augmented with ones.
Given target vectors in the full training set with a total of N samples, 𝑻 = [𝒕1 , ⋯ , 𝒕𝑖 , ⋯ , 𝒕𝑁 ], where
𝑇
each vector is 𝒕𝑖 = [𝑡1𝑖 , ⋯ , 𝑡𝑗𝑖 , ⋯ , 𝑡𝐶𝑖 ] , the parameters 𝑼 and 𝑾 are learned so as to minimize the
average of the total square error below:
1
1
E = ∑ ||𝒚𝑖 − 𝒕𝑖 ||2 = Tr[(𝐘 − 𝐓)(𝐘 − 𝐓)T ],
2
2
𝑖

where the output of the network is
𝒚𝑖 = 𝑼𝑇 𝒉𝑖 = 𝑼𝑇 𝜎(𝑾𝑇 𝒙𝑖 ) = 𝐺𝑖 (𝑼, 𝑾)
which depends on both weight matrices, as in the standard neural net. Assuming 𝑯 =
[𝒉1 , ⋯ , 𝒉𝑖 , ⋯ , 𝒉𝑁 ] is known, or equivalently, 𝑾 is known. Then, setting the error derivative with
respective to U to zero gives
𝑼 = (𝑯𝑯𝑻 )−1 𝑯𝑻𝑇 = F(𝑾), where 𝒉𝑖 = 𝜎(𝑾𝑇 𝒙𝑖 ).
This provides an explicit constraint between 𝑼 and 𝑾which were treated independently in the
conventional backpropagation algorithm.
Now, given the equality constraint 𝑼 = F(𝑾), let’s use Lagrangian multiplier method to solve
the optimization problem in learning 𝑾. Optimizing the Lagrangian:
1

𝐸 = 2 ∑𝑖 ||𝐺𝑖 (𝑼, 𝑾) − 𝒕𝑖 ||2 + 𝜆 ||U − F(𝑾)||
we can derive batch-mode gradient descent learning algorithm where the gradient takes the
following form (Deng and Yu, 2011; Yu and Deng, 2012):
𝜕𝐸
= 𝟐𝑿 [𝑯𝑇 ∘ (𝟏 − 𝑯)𝑇 ∘ [𝑯† (𝑯𝑻𝑇 )(𝑻𝑯† ) − 𝑻𝑇 (𝑻𝑯† )]]
𝜕𝑾
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where 𝑯† = 𝑯𝑇 (𝑯𝑯𝑇 )−𝟏 is pseudo-inverse of 𝑯 and symbol ∘ denotes element-wise
multiplication.
Compared with conventional backpropagation, the above method has less noise in gradient
computation due to the exploitation of the explicit constraint 𝑼 = F(𝑾). As such, it was found
experimentally that, unlike backpropagation, batch training is effective, which aids parallel
learning of the DSN.

6.4 The Tensor Deep Stacking Network
The above DSN architecture has recently been generalized to its tensorized version, which we call
the tensor DSN (TDSN) (Hutchinson et al., 2012, 2013). It has the same scalability as the DSN in
terms of parallelizability in learning, but it generalizes the DSN by providing higher-order feature
interactions missing in the DSN.
The architecture of the TDSN is similar to that of the DSN in the way that stacking operation is
carried out. That is, modules of the TDSN are stacked up in a similar way to form a deep
architecture. The differences between the TDSN and the DSN lie mainly in how each module is
constructed. In the DSN, we have one set of hidden units forming a hidden layer, as denoted at the
left panel of Figure 6.2. In contrast, each module of a TDSN contains two independent hidden
layers, denoted as “Hidden 1” and “Hidden 2” in the middle and right panels of Figure 6.2. As a
result of this difference, the upper-layer weights, denoted by “U” in Figure 6.2, changes from a
matrix (a two dimensional array) in the DSN to a tensor (a three dimensional array) in the TDSN,
shown as a cube labeled by “U” in the middle panel.

Figure 6.2. Comparisons of a single module of a DSN (left) and that of a tensor DSN (TDSN).
Two equivalent forms of a TDSN module are shown to the right. [after (Hutchinson et. al., 2012),
@IEEE]
The tensor U has a three-way connection, one to the prediction layer and the remaining to the two
separate hidden layers. An equivalent form of this TDSN module is shown in the right panel of
Figure 6.2, where the implicit hidden layer is formed by expanding the two separate hidden layers
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into their outer product. The resulting large vector contains all possible pair-wise products for the
two sets of hidden-layer vectors. This turns tensor U into a matrix again whose dimensions are 1)
size of the prediction layer; and 2) product of the two hidden layers’ sizes. Such equivalence
enables the same convex optimization for learning U developed for the DSN to be applied to
learning tensor U. Importantly, higher-order hidden feature interactions are enabled in the TDSN
via the outer product construction for the large, implicit hidden layer.
Stacking the TDSN modules to form a deep architecture pursues in a similar way to the DSN by
concatenating various vectors. Two examples are shown in Figure 6.3 and Figure 6.4. Note
stacking by concatenating hidden layers with input (Figure 6.4) would be difficult for the DSN
since its hidden layer tends to be too large for practical purposes.

Figure 6.3. Stacking of TDSN modules by concatenating prediction vector with input vector. [after
(Hutchinson et. al., 2012), @IEEE]

Figure 6.4. Stacking of TDSN modules by concatenating two hidden-layers’ vectors with the input
vector.
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6.5 The Kernelized Deep Stacking Network
The DSN architecture has also recently been generalized to its kernelized version, which we call
the kernel-DSN (K-DSN) (Deng et al., 2012; Huang et al, 2013). The motivation of the extension
is to increase the size of the hidden units in each DSN module, yet without increasing the size of
the free parameters to learn. This goal can be easily accomplished using the kernel trick, resulting
in the K-DSN which we describe below.
In the DSN architecture reviewed above optimizing the weight matrix U given the hidden layers’
outputs in each module is a convex optimization problem. However, the problem of optimizing
weight matrix 𝑾 and thus the whole network is non-convex. In a recent extension of DSN, a tensor
structure was imposed, shifting most of the non-convex learning burden for 𝑾 to the convex
optimization of U (Hutchinson et al, 2012; 2013). In the new K-DSN extension, we completely
eliminate non-convex learning for 𝑾 using the kernel trick.
To derive the K-DSN architecture and the associated learning algorithm, we first take the bottom
module of DSN as an example and generalize the sigmoidal hidden layer 𝒉𝑖 = 𝜎(𝑾𝑇 𝒙𝑖 ) in the
DSN module into a generic nonlinear mapping function 𝑮(𝑿) from the raw input feature 𝑿, with
high dimensionality in 𝑮(𝑿) (possibly infinite) determined only implicitly by a kernel function to
be chosen. Second, we formulate the constrained optimization problem of
1

𝐶

minimize 2 Tr[𝑬𝑬T ] + 2 𝑼T 𝑼
subject to 𝐓-𝑼𝑇 𝑮(𝑿) = E
Third, we make use of dual representations of the above constrained optimization problem to
obtain U = 𝐆T 𝒂, where vector 𝒂 takes the following form
a = (𝐶𝑰 + 𝑲)−1 𝑻
and 𝑲 = 𝑮(𝑿)𝑮T (𝑿) is a symmetric kernel matrix with elements K nm = g T (xn )𝑔(xm ).
Finally, for each new input vector x in the test or dev set, we obtain the K-DSN (bottom) module’s
prediction as
y(x) = U T 𝒈(𝒙) = 𝐚T 𝑮(𝑿) 𝒈(𝒙)= 𝒌T (𝒙)(𝐶 𝑰 + 𝑲)−1 𝑻
where the kernel vector 𝒌(𝒙) is so defined that its elements have values of 𝑘𝑛 (𝒙) = 𝑘(𝒙𝑛 , 𝒙) in
which 𝒙𝑛 is a training sample and 𝒙 is the current test sample.
For l-th module in K-DCN where 𝑙 ≥ 2, the kernel matrix is modified to
𝑲 = 𝑮 ([𝑿| 𝒀

(𝑙−1)

|𝒀

(𝑙−2)

(1)

|. . 𝒀

]) 𝑮T ([𝑿| 𝒀

(𝑙−1)

(𝑙−2)

|𝒀

|. . 𝒀

(1)

]).
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The key advantages of K-DSN can be analyzed as follows. First, unlike DSN which needs to
compute hidden units’ output, the K-DSN does not need to explicitly compute hidden units’ output
(𝑙−1)
(𝑙−2)
(1)
𝑮(𝑿) or 𝑮([𝑿| 𝒀
|𝒀
|. . 𝒀 ]). When Gaussian kernels are used, kernel trick equivalently
gives us an infinite number of hidden units without the need to compute them explicitly. Further,
we no longer need to learn the lower-layer weight matrix 𝑾 in DSN as described in (Deng et al,
2012) and the kernel parameter (e.g., the single variance parameter 𝜎 in the Gaussian kernel)
makes K-DSN much less subject to overfitting than DSN. Figure 6.5 illustrates the basic
architecture of a K-DSN using the Gaussian kernel and using three modules.
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Figure 6.5. An example architecture of the K-DSN with three modules each of which uses a
Gaussian kernel with different kernel parameters. [after (Deng. al., 2012), @IEEE]

The entire K-DSN with Gaussian kernels is characterized by two sets of module-dependent hyperparameters: 𝜎 (𝑙) and 𝐶 (𝑙) , the kernel smoothing parameter and regularization parameter,
respectively. While both parameters are intuitive and their tuning (via line search or leave-one-out
cross validation) is straightforward for a single bottom module, tuning the full network with all the
modules is more difficult. For example, if the bottom module is tuned too well, then adding more
modules would not benefit much. In contrast, when the lower modules are loosely tuned (i.e.,
relaxed from the results obtained from straightforward methods), the overall K-DSN often
performs much better. The experimental results reported by Deng et al. (2012) are obtained using
a set of empirically determined tuning schedules to adaptively regularize the K-DSN from bottom
to top modules.
The K-DSN described here has a set of highly desirable properties from the machine learning and
pattern recognition perspectives. It combines the power of deep learning and kernel learning in a
principled way and unlike the basic DSN there is no longer non-convex optimization problem
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involved in training the K-DSN. The computation steps make the K-DSN easier to scale up for
parallel computing in distributed servers than the DSN and tensor-DSN. There are many fewer
parameters in the K-DSN to tune than in the DSN, T-DSN, and DNN, and there is no need for pretraining. It is found in the study of (Deng et al., 2012) that regularization plays a much more
important role in the K-DSN than in the basic DSN and Tensor-DSN. Further, effective
regularization schedules developed for learning the K-DSN weights can be motivated by intuitive
insight from useful optimization tricks such as the heuristic in Rprop or resilient backpropagation
algorithm (Riedmiller and Braun, 1993).
However, as inherent in any kernel method, the scalability becomes an issue also for the K-DSN
as the training and testing samples become very large. A solution is provided in the study by Huang
et al. (2013), based on the use of random Fourier features, which possess the strong theoretical
property of approximating the Gaussian kernel while rendering efficient computation in both
training and evaluation of the K-DSN with large training samples. It is empirically demonstrated
that just like the conventional K-DSN exploiting rigorous Gaussian kernels, the use of random
Fourier features also enables successful stacking of kernel modules to form a deep architecture.
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CHAPTER 7
SELECTED APPLICATIONS IN SPEECH
AND AUDIO PROCESSING
7.1 Acoustic Modeling for Speech Recognition
As discussed in Chapter 2, speech recognition is the very first successful application of deep
learning methods at an industry scale. This success is a result of close academic-industrial
collaboration, initiated at Microsoft Research, with the involved researchers identifying and
acutely attending to the industrial need for large-scale deployment (Deng et al., 2009; Yu et al.,
2010c; Seide et al., 2011; Hinton et al, 2012; Dahl et al., 2012; Deng et al., 2013b). It is also a
result of carefully exploiting the strengths of the deep learning and the then-state-of-the-art speech
recognition technology, including notably the highly efficient decoding techniques.
Speech recognition has long been dominated by the GMM-HMM method, with an underlying
shallow or flat generative model of context-dependent GMMs and HMMs (e.g., Rabiner, 1989;
Juang et al., 1986; Deng et al., 1990, 1991). Neural networks once were a popular approach but
had not been competitive with the GMM-HMM (Waibel et al., 1989; Bourlard and Morgan, 1993;
Deng et al., 1994; Morgan, 2012). Generative models with deep hidden dynamics likewise have
also not been clearly competitive (e.g., Picone et al., 1999; Deng, 1998; Bridle et al. 1998; Deng
et al., 2006).
Deep learning and the DNN started making their impact in speech recognition in 2010, after close
collaborations between academic and industrial researchers; see reviews in (Hinton et al., 2012;
Deng et al., 2013c). The collaborative work started in phone recognition tasks (Mohamed et al.,
2009, 2010, 2012; Deng et al., 2010, 2013; Sivaram and Hermansky, 2012; Graves et al., 2013,
2013a; Sainath et al., 2011, 2013), demonstrating the power of hybrid DNN architectures discussed
in Chapter 5 and of subsequent new architectures with convolutional and recurrent structure. The
work also showed the importance of raw speech features of spectrogram --- back from the longpopular MFCC features toward but not yet reaching the raw speech-waveform level (e.g.,
Sheikhzadeh and Deng, 1994; Jaitly and Hinton, 2011). The collaboration continued to large
vocabulary tasks with more convincing, highly positive results (Yu et al., 2010c; Dahl et al., 2011,
2012; Seide et al., 2011; Kubo et al., 2012; Hinton et al., 2012; Kingsbury et al., 2012; Deng et al.,
2013a, 2013b; Su et al., 2013; Yan et al., 2013; Liao et al., 2013). The success in large vocabulary
speech recognition is in large part attributed to the use of a very large DNN output layer structured
in the same way as the GMM-HMM speech units (senones), motivated initially by the speech
researchers’ desires to take advantage of the context-dependent phone modeling techniques that
have been proven to work well in the GMM-HMM framework, and to keep the change of the
already highly efficient decoder software’s infrastructure developed for the GMM-HMM systems
to a minimum. In the meantime, this body of work also demonstrated the possibility to reduce the
need for the DBN-like pre-training in effective learning of DNNs when a large amount of labeled
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data is available. A combination of three factors helped to quickly spread the success of deep
learning in speech recognition to the entire speech industry and academia: 1) minimal decoder
changes required to deploy the new DNN-based speech recognizer due to the use of senones as the
DNN output; 2) significantly lowered errors compared with the then-state-of-the-art GMM-HMM
systems; and 3) reduced system complexity empowered by the DNN’s strong modeling power. By
the ICASSP-2013 timeframe, at least 15 major speech recognition groups worldwide confirmed
experimentally the success of DNNs with very large tasks and with the use of raw speech spectral
features other than MFCCs. The most notable groups include major industrial speech labs
worldwide: Microsoft (Seide et al, 2011; Chen et al., 2012; Deng et al., 2013b, 2013c; Yan et al.
2013; Yu et al., 2013b), IBM (Sainath et al., 2011, 2013, 2013b; Kingsbury et al., 2012; Saon et
al., 2013), Google (Jaitly et al., 2012; Dean et al., 2012; Heigold et al., 2013; Liao et al., 2013),
iFlyTek, and Baidu. Their results represent a new state-of-the-art in speech recognition widely
deployed in these companies’ voice products and services with extensive media coverage in recent
years.
In the remainder of this chapter, we review a wide range of speech recognition work based on deep
learning methods according to several major themes expressed in the section titles.

7.1.1 Back to primitive spectral features of speech
Deep learning, also referred as representation learning or (unsupervised) feature learning, sets an
important goal of automatic discovery of powerful features from raw input data independent of
application domains. For speech feature learning and for speech recognition, this goal is condensed
to the use of primitive spectral or possibly waveform features. Over the past 30 years or so, largely
“hand-crafted” transformations of speech spectrogram have led to significant accuracy
improvements in the GMM-based HMM systems, despite the known loss of information from the
raw speech data. The most successful transformation is the non-adaptive cosine transform, which
gave rise to Mel-frequency cepstral coefficients (MFCC) features. The cosine transform
approximately de-correlates feature components, which is important for the use of GMMs with
diagonal covariance matrices. However, when GMMs are replaced by deep learning models such
as DNNs, deep belief nets (DBNs), or deep autoencoders, such de-correlation becomes irrelevant
due to the very strength of the deep learning methods in modeling data correlation. As discussed
in detail in Chapter 4, early work of (Deng et al., 2010) demonstrated this strength and in particular
the benefit of spectrograms over MFCCs in effective coding of bottleneck speech features using
autoencoders in an unsupervised manner.
The pipeline from speech waveforms (raw speech features) to MFCCs and their temporal
differences goes through intermediate stages of log-spectra and then (Mel-warped) filter-banks,
with learned parameters based on the data. An important character of deep learning is to move
away from separate design of feature representations and of classifiers. This idea of jointly learning
classifier and feature transformation for speech recognition was already explored in early studies
on the GMM-HMM based systems; e.g., (Chengalvarayan and Deng, 1997; 1997a; Rathinavalu
and Deng, 1997). However, greater speech recognition performance gain is obtained only recently
in the recognizers empowered by deep learning methods. For example, Li et al., (2012) and Deng
et al., (2013a) showed significantly lowered speech recognition errors using large-scale DNNs
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when moving from the MFCC features back to more primitive (Mel-scaled) filter-bank features.
These results indicate that DNNs can learn a better transformation than the original fixed cosine
transform from the Mel-scaled filter-bank features.
Compared with MFCCs, “raw” spectral features not only retain more information, but also enable
the use of convolution and pooling operations to represent and handle some typical speech
invariance and variability --- e.g., vocal tract length differences across speakers, distinct speaking
styles causing formant undershoot or overshoot, etc. --- expressed explicitly in the frequency
domain. For example, the convolutional neural network (CNN) can only be meaningfully and
effectively applied to speech recognition (Abdel-Hamid et al., 2012; 2013, 2013a; Deng et al.,
2013) when spectral features, instead of MFCC features, are used.
More recently, Sainath et al. (2013b) went one step further toward raw features by learning the
parameters that define the filter-banks on power spectra. That is, rather than using Mel-warped
filter-bank features as the input features as in (Abdel-Hamid et al., 2012; 2013; Li et al., 2012;
Chengalvarayan and Deng, 1997), the weights corresponding to the Mel-scale filters are only used
to initialize the parameters, which are subsequently learned together with the rest of the deep
network as the classifier. The overall architecture of the jointly learned feature generator and
classifier is shown in Figure 7.1. Substantial speech recognition error reduction is reported in
(Sainath et al., 2013b).

Figure 7.1. Illustration of the joint learning of filter parameters and the rest of the deep network.
Adopted from [after (Sainath et al., 2013b), @IEEE].

56
It has been shown that not only learning the spectral aspect of the features are beneficial for speech
recognition, learning the temporal aspect of the features is also helpful (Siniscalchi et al. 2013).
Further, Yu et al. (2013a) carefully analyzed the properties of different layers in the DNN as the
layer-wise extracted features starting from the lower raw filter-bank features. They found that the
improved speech recognition accuracy achieved by the DNNs partially attributes to DNN’s ability
to extract discriminative internal representations that are robust to the many sources of variability
in speech signals. They also show that these representations become increasingly insensitive to
small perturbations in the input at higher layers, which helps to achieve better speech recognition
accuracy.
To the extreme end, deep learning would promote to use the lowest level of raw features of speech,
i.e., speech sound waveforms, for speech recognition, and learn the transformation automatically.
As an initial attempt toward this goal the study carried out by Jaitly and Hinton (2011) makes use
of speech sound waves as the raw input feature to an RBM with a convolutional structure as the
classifier. With the use of rectified linear units in the hidden layer (Glorot et al., 2011), it is possible,
to a limited extent, to automatically normalize the amplitude variation in the waveform signal.
Although the final results are disappointing, the work shows that much work is needed along this
direction. For example, just as demonstrated by Sainath et al. (2013b) that the use of raw spectra
as features requires additional attention in normalization than MFCCs, the use of speech
waveforms demands even more attention (e.g., Sheikhzadeh and Deng, 1994). This is true for both
GMM-based and deep learning based methods.

7.1.2 The DNN-HMM architecture vs. use of DNN-derived
features
Another major theme in the recent studies reported in the literature on applying deep learning
methods to speech recognition is two disparate ways of using the DNN: 1) Direct applications of
the DNN-HMM architecture as discussed in Chapter 5.3 to perform speech recognition; and 2)
The use of DNNs to extract or derive features, which are then fed into a separate sequence classifier.
In the speech recognition literature (e.g., Bourlard and Morgan, 1993), a system, in which a neural
network’s output is directly used to estimate the emission probabilities of an HMM, is often called
an ANN/HMM hybrid system. This should be distinguished from the use of “hybrid” in Chapter
5 and throughout this book, where a hybrid of unsupervised pre-training and of supervised fine
tuning is exploited to learn the parameters of DNNs.

The DNN-HMM architecture as a recognizer
An early DNN-HMM architecture (Mohamed et al., 2009) was presented at the NIPS Workshop
(Deng, Yu, Hinton, 2009), developed, analyzed, and assisted by University of Toronto and MSR
speech researchers. In this work, a five-layer DNN (called the DBN in the paper) was used to
replace the Gaussian mixture models in the GMM-HMM system, and the monophone state was
used as the modeling unit. Although monophones are generally accepted as a weaker phonetic
representation than triphones, the DNN-HMM approach with monophones was shown to achieve
higher phone recognition accuracy than the state-of-the-art triphone GMM-HMM systems. Further,

57
the DNN results were found to be slightly superior to the then-best-performing single system based
on the generative hidden trajectory model (HTM) in the literature (Deng et al., 2006, 2007)
evaluated on the same, commonly used TIMIT task by many speech researchers (e.g., Ostendorf
et al., 1996; Deng et al., 2006; Sainath et al., 2011a). At MSR, Redmond, the error patterns
produced by these two separate systems (the DNN vs. the HTM) were carefully analyzed and
found to be very different, reflecting distinct core capabilities of the two approaches and igniting
intensive further studies on the DNN-HMM approach described below.
MSR and University of Toronto researchers (Yu et al., 2010c; Dahl et al., 2011, 2012) extended
the DNN-HMM system from the monophone phonetic representation of the DNN outputs to the
triphone or context-dependent counterpart and from phone recognition to large vocabulary speech
recognition. Experiments conducted at MSR on the 24-hr and 48-hr Bing mobile voice search
datasets collected under the real usage scenario demonstrate that the context-dependent DNNHMM significantly outperforms the state-of-the-art HMM system. Three factors, in addition to the
use of the DNN, contribute to the success: the use of triphones as the DNN modeling units, the use
of the best available tri-phone GMM-HMM to generate the tri-phone state alignment, and the
effective exploitation of a long window of input features. Experiments also indicate that the
decoding time of a five-layer DNN-HMM is almost the same as that of the state-of-the-art triphone
GMM-HMM.
The success was quickly extended to large vocabulary speech recognition tasks with hundreds and
even thousands of hours of training set and with thousands of tri-phone states, including the
Switchboard and Broadcast News databases, and Google’s voice search and YouTube tasks (Seide
et al., 2011; Sainath et al., 2011; Jaitly et al., 2012; Hinton et al., 2012; Deng et al., 2013a; Sainath
et al, 2013). For example, on the Switchboard benchmark, the context-dependent DNN-HMM
(CD-DNN-HMM) is shown to cut error by one third compared to the state-of-the-art GMM-HMM
system (Seide et al., 2011). As a summary, we show in Table 7.1 some quantitative recognition
error rates produced by the DNN-HMM architecture in comparison with those by the previous
state of the art systems based on the generative models. Note from sub-tables A to D, the training
data are increased approximately one order of magnitude from one task to the next. Not only the
computation scales up well (i.e., almost linearly) with the training size, but most importantly the
relative error rate reduction increases substantially with increasing amounts of training data --from approximately 10% to 20%, and then to 30%. This set of results highlight the strongly
desirable properties of the DNN-based methods, despite the conceptual simplicity of the overall
DNN-HMM architecture and some known weaknesses.
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Table 7.1. Comparisons of the DNN-HMM architecture with the generative model (e.g., the GMMHMM) in terms of phone or word recognition error rates. From sub-tables A to D, the training
data are increased approximately three orders of magnitudes.

The use of DNN-derived features in a separate recognizer
One clear weakness of the above DNN-HMM architecture for speech recognition is that much of
the highly effective techniques for the GMM-HMM systems, including discriminative training (in
both feature space and model space), unsupervised speaker adaptation, noise robustness, and
scalable batch training tools for big training data, developed over the past 20 some years may not
be directly applicable to the new systems although similar techniques have been recently
developed for DNN-HMMs. To remedy this problem, the “tandem” approach, developed
originally by Hermansky et al. (2000), has been adopted, where the output of the neural networks
in the form of posterior probabilities of the phone classes, are used, often in conjunction with the
acoustic features to form new augmented input features, in a separate GMM-HMM system.
This tandem approach is used by Vinyals and Ravuri (2011) where a DNN’s outputs are extracted
to serve as the features for mismatched noisy speech. It is reported that DNNs outperform the
neural networks with a single hidden layer under the clean condition, but the gains slowly diminish
as the noise level is increased. Furthermore, using MFCCs in conjunction with the posteriors
computed from DNNs outperforms using the DNN features alone in low to moderate noise
conditions with the tandem architecture. Comparisons of such tandem approach with the direct
DNN-HMM approach are made by Tüske et al. (2012) and Imseng et al. (2013).
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An alternative way of extracting the DNN features is to use the “bottleneck” layer, which is
narrower than other layers in the DNN, to restrict the capacity of the network. Then, such
bottleneck features are fed to a GMM-HMM system, often in conjunction with the original acoustic
features and some dimensionality reduction techniques. The bottleneck features derived from the
DNN are believed to capture information complementary to conventional acoustic features derived
from the short-time spectra of the input. A speech recognizer based on the above bottleneck feature
approach is built by Yu and Seltzer (2011), with the overall architecture shown in Figure 7.2.
Several variants of the DNN-based bottleneck-feature approach have been explored; see details in
(Bell, et al., 2013; Lal, et al., 2013; Sainath et al., 2012; Tüske et al., 2012; Plahl et al., 2010).

Figure 7.2. Illustration of the use of bottleneck (BN) features extracted from a DNN in a GMMHMM speech recognizer. [after (Yu and Seltzer, 2011), @IEEE].
Yet another method to derive the features from the DNN is to feed its top-most hidden layer as the
new features for a separate speech recognizer. In (Yan et al., 2013), a GMM-HMM is used as such
a recognizer, and the high-dimensional, DNN-derived features are subject to dimensionality
reduction before feeding them into the recognizer. More recently, a recurrent neural network (RNN)
is used as the “backend” recognizer receiving the high-dimensional, DNN-derived features as the
input without dimensionality reduction (Chen and Deng, 2013; Deng and Chen, 2014). These
studies also show that the use of the top-most hidden layer of the DNN as features is better than
other hidden layers and also better than the output layer in terms of recognition accuracy for the
RNN sequence classifier.

7.1.3 Noise robustness by deep learning
The study of noise robustness in speech recognition has a long history, mostly before the recent
rise of deep learning. One major contributing factor to the often observed brittleness of speech
recognition technology is the inability of the standard GMM-HMM-based acoustic model to
accurately model noise-distorted speech test data that differs in character from the training data,
which may or may not be distorted by noise. A wide range of noise-robust techniques developed
over past 30 years can be analyzed and categorized using five different criteria: 1) feature-domain
vs. model-domain processing, 2) the use of prior knowledge about the acoustic environment
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distortion, 3) the use of explicit environment-distortion models, 4) deterministic vs. uncertainty
processing, and 5) the use of acoustic models trained jointly with the same feature enhancement
or model adaptation process used in the testing stage. See a comprehensive review in (Li et al.,
2014) and some additional review literature or original work in (Gales, 2011; Lu et al., 2013;
Yoshioka and Nakatani, 2013; Wang and Gales, 2012; Zhao and Juang, 2012; Hain et al., 2012;
van Dalen, et al., 2011; Yu et al., 2009; Acero et al., 2000; Deng et al., 2000).
Many of the model-domain techniques developed for GMM-HMMs (e.g., model-domain noise
robustness techniques surveyed by Li et al. (2014) and Gales (2011)), are not directly applicable
to the new deep learning models for speech recognition. The feature-domain techniques, however,
can be directly applied to the DNN system. A detailed investigation of the use of DNNs for noise
robust speech recognition in the feature domain is reported by Seltzer et al. (2013), who apply the
C-MMSE (Yu et al., 2008) feature enhancement algorithm on the input feature used in the DNN.
By processing both the training and testing data with the same algorithm, any consistent errors or
artifacts introduced by the enhancement algorithm can be learned by the DNN-HMM recognizer.
This study also successfully explores the use of the noise aware training paradigm for training the
DNN, where each observation is augmented with an estimate of the noise. Strong results are
obtained on the Aurora4 task. More recently, Kashiwagi et al. (2013) applies the SPLICE feature
enhancement technique (Deng et al., 2000, 2001) to a DNN speech recognizer. In that study the
DNN’s output layer is determined on the clean data instead of the noisy data as in the study by
Seltzer et al. (2013).
Besides DNN, other deep architectures have also been proposed to perform feature enhancement
and noise-robust speech recognition. For example, Mass et al. (2012) applied a deep recurrent auto
encoder neural network to remove noise in the input features for robust speech recognition. The
model is trained on stereo (noisy and clean) speech features to predict clean features given noisy
input, similar to the SPLICE setup but using a deep model instead of a GMM. Vinyals and Ravuri
(2011) investigated the tandem approaches to noise-robust speech recognition, where DNNs are
trained directly with noisy speech to generate posterior features.

7.1.4 Output representations in the DNN
Most deep learning methods for speech recognition and other information processing applications
have focused on learning representations from input acoustic features without paying attention to
output representations. The recent 2013 NIPS Workshop on Learning Output Representations
(http://nips.cc/Conferences/2013/Program/event.php?ID=3714) was dedicated to bridging this gap.
For example, the Deep Visual-Semantic Embedding Model described in (Frome et al., 2013, to be
discussed more in Chapter 11) exploits continuous-valued output representations obtained from
the text embeddings to assist in the branch of the deep network for classifying images. For speech
recognition, importance of designing effective linguistic representations for the output layers of
deep networks is highlighted in (Deng, 2013).
Most current DNN systems use a high-dimensional output representation to match the
context-dependent phonetic states in the HMMs. For this reason, the output layer evaluation
can cost 1/3 of the total computation time. To improve the decoding speed, techniques such
as low-rank approximation is typically applied to the output layer. In (Sainath et al., 2013c)
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and (Xue et al., 2013), the DNN with high-dimensional output layer was trained first. The singular
value decomposition (SVD)-based dimension reduction technique was then performed on the large
output-layer matrix. The resulting matrices are further combined and as the result the original
large weight matrix is approximated by a product of two much smaller matrices. This technique
in essence converts the original large output layer to two layers – a bottleneck linear layer and a
nonlinear output layer --- both with smaller weight matrices. The converted DNN with reduced
dimensionality in is further refined. The experimental results show that no speech recognition
accuracy reduction was observed even when the size is cut to 1/3, while the run -time
computation is significantly reduced.
The output representations for speech recognition can benefit from the structured design of the
symbolic or phonological units of speech as presented in (Deng, 2013). The rich phonological
structure of symbolic nature in human speech has been well known for many years. Likewise, it
has also been well understood for a long time that the use of phonetic or its finer state sequences,
even with contextual dependency, in engineering speech recognition systems, is inadequate in
representing such rich structure (e.g., Deng and Erler, 1992; Ostendorf, 1999; Sun and Deng, 2002),
and thus leaving a promising open direction to improve the speech recognition systems’
performance. Basic theories about the internal structure of speech sounds and their relevance to
speech recognition technology in terms of the specification, design, and learning of possible output
representations of the underlying speech model for speech target sequences are surveyed in (Deng
and O’Shaughnessy, 2003) and more recently in (Deng, 2013).
There has been a growing body of deep learning work in speech recognition with their focus placed
on designing output representations related to linguistic structure. In (Wang and Sim, 2013; 2014),
a limitation of the output representation design, based on the context-dependent phone units as
proposed by Dahl et al. (2012), is recognized and a solution is offered. The root cause of this
limitation is that all context-dependent phone states within a cluster created by the decision tree
share the same set of parameters and this reduces its resolution power for fine-grained states during
the decoding phase. The solution proposed formulates output representations of the contextdependent DNN as an instance of the canonical state modeling technique, making use of broad
phonetic classes. First, triphones are clustered into multiple sets of shorter bi-phones using broad
phone contexts. Then, the DNN is trained to discriminate the bi-phones within each set. Logistic
regression is used to transform the canonical states into the detailed triphone state output
probabilities. That is, the overall design of the output representation of the context-dependent DNN
is hierarchical in nature, solving both the data sparseness and low-resolution problems at the same
time.
Related work on designing the output linguistic representations for speech recognition can be
found in (Ko and Mak, 2013) and in (McGraw et al., 2013). While the designs are in the context
of GMM-HMM-based speech recognition systems, they both can be extended to deep learning
models.
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7.1.5 Adaptation of the DNN-based speech recognizers
The DNN-HMM is an advanced version of the artificial neural network and HMM hybrid system
developed in 1990s, for which several adaptation techniques have been developed. Most of these
techniques are based on linear transformation of the network weights of either input or output
layers. Some initial work on DNN adaptation makes use of the same or related linear
transformation methods (e.g., Yao et al., 2012; 2013a). However, compared with the earlier
narrower and shallower neural network systems, the DNN-HMM has significantly more
parameters due to wider and deeper hidden layers used and the much larger output layer designed
to model context dependent phones and states. This difference casts additional challenges to
adapting the DNN-HMM, especially when the adaptation data is small. Here we discuss three
recent studies on overcoming such challenges in adapting the large-sized DNN weights in three
distinct ways.
Yu et al. (2013b) proposed a regularized adaptation technique for DNNs. It adapts the DNN
weights conservatively by forcing the distribution estimated from the adapted model to be close to
that estimated from those before the adaptation. This constraint is realized by adding Kullback–
Leibler divergence (KLD) regularization to the adaptation criterion. This type of regularization is
shown to be equivalent to a modification of the target distribution in the conventional
backpropagation algorithm and thus the training of the DNN remains largely unchanged. The new
target distribution is derived to be a linear interpolation of the distribution estimated from the
model before adaptation and the ground truth alignment of the adaptation data. This interpolation
prevents overtraining by keeping the adapted model from straying too far from the speakerindependent model. This type of adaptation differs from L2 regularization which constrains the
model parameters themselves rather than the output probabilities.
In (Siniscalchi et al., 2013a), adaptation of the DNN is applied not on the conventional network
weights by on the hidden activation functions. In this way, the main limitation of current adaptation
techniques based on adaptable linear transformation of the network weights in either the input or
the output layer is effectively overcome, since the new method only needs to adapt limited hidden
activation function.
Most recently, Saon et al. (2013) explore a new and highly effective method in adapting DNNs for
speech recognition. The method combines I-vector features with fMLLR (feature-domain MaxLikelihood Linear Regression) features as the input into a DNN. I-vectors or (speaker) identity
vectors are commonly used for speaker verification and speaker recognition applications, as they
encapsulate relevant information about a speaker’s identity in a low-dimensional feature vector.
The fMLLR is an effective adaptation technique developed for GMM-HMM systems. Since Ivectors do not obey locality in frequency, they must be combined carefully with the fMLLR
features that obey locality. The architecture of multi-scale CNN-DNN is shown to be effective for
the combination of these two different types of features. During both training and decoding, the
speaker-specific I-vector is appended to the frame-based fMLLR features.
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7.1.6 Better architectures and nonlinear units
Over recent years, since the success of the (fully-connected) DNN-HMM hybrid system was
demonstrated in (Mohamed et al., 2009, 2012; Deng et al., 2009; Yu et al., 2010; Dahl et al., 2011,
2012; Seide et al., 2011; Sainath et al., 2011, 2012; Hinton et al., 2012), many new architectures
and nonlinear units have been proposed and evaluated for speech recognition. Here we provide an
overview of this progress, extending the overview provided in (Deng et al., 2013b).
The tensor version of the DNN is reported by Yu et al. (2012c, 2013), which extends the
conventional DNN by replacing one or more of its layers with a double-projection layer and a
tensor layer. In the double-projection layer, each input vector is projected into two nonlinear
subspaces. In the tensor layer, two subspace projections interact with each other and jointly predict
the next layer in the overall deep architecture. An approach is developed to map the tensor layers
to the conventional sigmoid layers so that the former can be treated and trained in a similar way to
the latter. With this mapping the tensor version of the DNN can be treated as the DNN augmented
with double-projection layers so that the backpropagation learning algorithm can be cleanly
derived and relatively easily implemented.
A related architecture to the above is the tensor version of the DSN described in Chapter 6, also
usefully applied to speech classification and recognition (Hutchinson et al., 2012, 2013). The same
approach applies to mapping the tensor layers (i.e., the upper layer in each of the many modules
in the DSN context) to the conventional sigmoid layers. Again, this mapping simplifies the training
algorithm so that it becomes not so far apart from that for the DSN.
As discussed in Chapter 3.2, the concept of convolution in time was originated in the TDNN (timedelay neural network) as a shallow neural network (Lang et al., 1990; Waibel et al., 1989)
developed during early days of speech recognition. Only recently and when deep architectures (e.g.
deep Convolutional Neural Network or deep CNN) were used, it has been found that frequencydimension weight sharing is more effective for high-performance phone recognition, when the
HMM is used to handle the time variability, than time-domain weight sharing as in the previous
TDNN in which the HMM was not used (Abdel-Hamid et al., 2012, 2013, 2013a; Deng et al.,
2013). These studies also show that designing the pooling in the deep CNN to properly trade-off
between invariance to vocal tract length and discrimination between speech sounds, together with
a regularization technique of “dropout” (Hinton et al., 2012a), leads to even better phone
recognition performance. This set of work further points to the direction of trading-off between
trajectory discrimination and invariance expressed in the whole dynamic pattern of speech defined
in mixed time and frequency domains using convolution and pooling. Moreover, the most recent
studies reported in (Sainath et al., 2013, 2013a; 2013e) show that CNNs also benefit large
vocabulary continuous speech recognition. They further demonstrate that multiple convolutional
layers provide even more improvement when the convolutional layers use a large number of
convolution kernels or feature maps. In particular, Sainath et al. (2013e) extensively explored
many variants of the deep CNN. In combination with several novel methods the deep CNN is
shown to produce state of the art results in a few large vocabulary speech recognition tasks.
In addition to the DNN, CNN, and DSN, as well as their tensor versions, other deep models have
also been developed and reported in the literature for speech recognition. For example, the deep-

64
structured CRF, which stacks many layers of CRFs, have been usefully applied to the task of
language identification (Yu et al., 2010), phone recognition (Yu and Deng, 2010), sequential
labeling in natural language processing (Yu et al., 2010a), and confidence calibration in speech
recognition (Yu et al., 2010b). More recently, Demuynck and Triefenbach (2013) developed the
deep GMM architecture, where the aspects of DNNs that lead to strong performance are extracted
and applied to build hierarchical GMMs. They show that by going “deep and wide” and feeding
windowed probabilities of a lower layer of GMMs to a higher layer of GMMs, the performance of
the deep-GMM system can be made comparable to a DNN. One advantage of staying in the GMM
space is that the decades of work in GMM adaptation and discriminative learning remains
applicable.
Perhaps the most notable deep architecture among all is the recurrent neural network (RNN) as
well as its stacked or deep version (Graves et al., 2013, 2013a; Hermans and Schrauwen, 2013).
While the RNN saw its early success in phone recognition (Robinson, 1994), it was not easy to
duplicate due to the intricacy in training, let alone to scale up for larger speech recognition tasks.
Learning algorithms for the RNN have been dramatically improved since then, and much better
results have been obtained recently using the RNN (Graves, et al, 2006; Maas et al., 2012; Chen
and Deng, 2013), especially when the bi-directional LSTM (long short-term memory) is used
(Graves et al., 2013, 2013a). The basic information flow in the bi-directional RNN and a cell of
LSTM is shown in Figures 7.3 and 7.4 respectively.

Figure 7.3. Information flow in the bi-directional RNN, with both diagrammatic and mathematical
descriptions. W’s are weight matrices, not shown but can be easily inferred in the diagram. [after
(Graves et al., 2013), @IEEE].
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Figure 7.4. Information flow in an LSTM unit of the RNN, with both diagrammatic and
mathematical descriptions. W’s are weight matrices, not shown but can easily be inferred in the
diagram. [after (Graves et al., 2013), @IEEE].
Learning the RNN parameters is known to be difficult due to vanishing or exploding gradients
(Pascanu et al., 2013). Chen and Deng (2013) and Deng and Chen (2014) developed a primal-dual
training method that formulates the learning of the RNN as a formal optimization problem, where
cross entropy is maximized subject to the condition that the infinity norm of the recurrent matrix
of the RNN is less than a fixed value to guarantee the stability of RNN dynamics. Experimental
results on phone recognition demonstrate: 1) the primal-dual technique is highly effective in
learning RNNs, with superior performance to the earlier heuristic method of truncating the size of
the gradient; 2) The use of a DNN to compute high-level features of speech data to feed into the
RNN gives much higher accuracy than without using the DNN; and 3) The accuracy drops
progressively as the DNN features are extracted from higher to lower hidden layers of the DNN.
A special case of the RNN is reservoir models or echo state networks, where the output layers are
fixed to be linear instead of nonlinear as in the regular RNN, and where the recurrent matrices are
carefully designed but not learned. The input matrices are also fixed and not learned, due partly to
the difficulty of learning. Only the weight matrices between the hidden and output layers are
learned. Since the output layer is linear, the learning is very efficient and with global optimum
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achievable by a closed-form solution. But due to the fact that many parameters are not learned, the
hidden layer needs to be very large in order to obtain good results. Triefenbach et al. (2013) applied
such models to phone recognition, with reasonably good accuracy obtained.
Palangi et al. (2013a) presented an improved version of the reservoir model by learning both the
input and recurrent matrices which were fixed in the previous model that makes use of the linear
output (or readout) units to simplify the learning of only the output matrix in the RNN. Rather, a
special technique is devised that takes advantage of the linearity in the output units in the reservoir
model to learn the input and recurrent matrices. Compared with the backpropagation through time
(BPTT) algorithm commonly used in learning the general RNNs, the proposed technique makes
use of the linearity in the output units to provide constraints among various matrices in the RNN,
enabling the computation of the gradients as the learning signal in an analytical form instead of by
recursion as in the BPTT.
In addition to the recent innovations in better architectures of deep learning models for speech
recognition reviewed above, there is also a growing body of work on developing and implementing
better nonlinear units. Although sigmoidal and tanh functions are the most commonly used
nonlinear types in DNNs their limitations are well known. For example, it is slow to learn the
whole network due to weak gradients when the units are close to saturation in both directions.
Jaitly and Hinton (2011) appear to be the first to apply the rectified linear units (ReLU) in the
DNNs to speech recognition to overcome the weakness of the sigmoidal units. ReLU refers to the
units in a neural network that use the activation function of𝑓(𝑥) = max(0, 𝑥). Dahl et al. (2013)
and Mass et al. (2013) successfully applied ReLU to large vocabulary speech recognition, with the
best accuracy obtained when combining ReLU with the “Dropout” regularization technique.
Another new type of DNN units demonstrated more recently to be useful for speech recognition is
the “maxout” units, which were used for forming the deep maxout network as described in (Miao
et al., 2013). A deep maxout network consists of multiple layers which generate hidden activations
via the maximum or “maxout” operation over a fixed number of weighted inputs called a “group”.
This is the same operation as the max pooling used in the CNN as discussed earlier for both speech
recognition and computer vision. The maximal value within each group is taken as the output from
the previous layer. Most recently, Zheng et al. (2014) generalize the above “maxout” units to two
new types. The “soft-maxout” type of units replace the original max operation with the soft-max
function. The second, p-norm type of units used the nonlinearity of y = ||x||p . It is shown
experimentally that the p-norm units with p=2 perform consistently better than the maxout, tanh,
and ReLU units.
Finally, Srivastava et al. (2013) propose yet another new type of nonlinear units, called winnertake-all units. Here, local competition among neighboring neurons are incorporated into the
otherwise regular feed-forward architecture, which is then trained via backpropagation with
different gradients than the normal one. Winner-take-all is an interesting new form of nonlinearity,
and it forms groups of (typically two) neurons where all the neurons in a group are made zerovalued except the one with the largest value. Experiments show that the network does not forget
as much as networks with standard sigmoidal nonlinearity. This new type of nonlinear units are
yet to be evaluated in speech recognition tasks.
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7.1.7 Better optimization and regularization
Another area where significant advances are made recently in applying deep learning to acoustic
model for speech recognition is on optimization criteria and methods, as well as on the related
regularization techniques to help prevent overfitting during the deep network training.
One of the early studies on DNNs for speech recognition, conducted at Microsoft Research and
reported in (Mohamed et al., 2010), first recognizes the mismatch between the desired error rate
and the cross-entropy training criterion in the conventional DNN training. The solution is provided
by replacing the frame-based, cross-entropy training criterion with the full-sequence-based
maximum mutual information optimization objective. Equivalently, this amounts to putting the
model of conditional random field (CRF) at the top of the DNN, replacing the original softmax
layer which naturally leads to cross entropy. (Note the DNN was called the DBN in the paper).
This new sequential discriminative learning technique is developed to jointly optimize the DNN
weights, CRF transition weights, and bi-phone language model. Importantly, the speech task is
defined in TIMIT, with the use of a simple bi-phone-gram “language” model. The simplicity of
the bi-gram language model enables the full-sequence training to carry out without the need to use
lattices, drastically reducing the training complexity.
As another way to motivate the full-sequence training method of (Mohamed et al., 2010), we note
that the earlier DNN phone recognition experiments made use of the standard frame-based
objective function in static pattern classification, cross-entropy, to optimize the DNN weights. The
transition parameters and language model scores were obtained from an HMM and were trained
independently of the DNN weights. However, it has been known during the long history of the
HMM research that sequence classification criteria can be very helpful in improving speech and
phone recognition accuracy. This is because the sequence classification criteria are more directly
correlated with the performance measure (e.g., the overall word or phone error rate) than framelevel criteria. More specifically, the use of frame-level cross entropy to train the DNN for phone
sequence recognition does not explicitly take into account the fact that the neighboring frames
have smaller distances between the assigned probability distributions over phone class labels. To
overcome this deficiency, one can optimize the conditional probability of the whole sequence of
labels, given the whole visible feature utterance or equivalent the hidden feature
sequence extracted by DNN. To optimize the log conditional probability on the training data, the
gradient can be taken over the activation parameters, transition parameters and lower-layer weights,
and then pursue back-propagation of the error defined at the sentence level. We remark that in a
much earlier study (LeCun et al., 1998), combining a neural network with a CRF-like structure
was done, where the mathematical formulation appears to include CRFs as a special case. Also,
the benefit of using the full-sequence classification criteria was shown earlier on shallow neural
networks in (Kingsbury 2009; Prabhavalkar and Fosler-Lussier, 2010).
In implementing the above full-sequence learning algorithm for the DNN system as described in
(Mohamed et al., 2010), the DNN weights are initialized using the frame-level cross entropy as
the objective. The transition parameters are initialized from the combination of the HMM
transition matrices and the “bi-phone language” model scores, and are then further optimized by
tuning the transition features while fixing the DNN weights before the joint optimization. Using
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joint optimization with careful scheduling to reduce overfitting, it is shown that the full-sequence
training outperforms the DNN trained with frame-level cross entropy by approximately 5%
relative (Mohamed et al., 2010). Without the effort to reduce overfitting, it is found that the DNN
trained with MMI is much more prone to overfitting than that trained with frame-level cross
entropy. This is because the correlations across frames in speech tend to be different among the
training, development, and test data. Importantly, such differences do not show when frame-based
objective functions are used for training.
For large vocabulary speech recognition where more complex language models are in use, the
optimization methods for full-sequence training of the DNN-HMM are much more sophisticated.
Kingsbury et al. (2012) reported the first success of such training using parallel, second-order,
Hessian-free optimization techniques, which are carefully implemented for large vocabulary
speech recognition. Sainath et al. (2013d) improved and speeded up the Hessian-free techniques
by reducing the number of Krylov subspace solver iterations (Vinyals and Povey, 2012), which
are used for implicit estimation of the Hessian. They also use sampling methods to decrease the
amount of training data to speed up the training. While the batch-mode, second-order Hessian-free
techniques prove successful for full-sequence training of large-scale DNN-HMM systems, the
success of the first-order stochastic gradient descent methods is also reported recently (Su et al.,
2013). It is found that heuristics are needed to handle the problem of lattice sparseness. That is,
the DNN must be adjusted to the updated numerator lattices by additional iterations of frame-based
cross-entropy training. Further, artificial silence arcs need to be added to the denominator lattices,
or the maximum mutual information objective function needs to be smoothed with the frame-based
cross entropy objective. The conclusion is that for large vocabulary speech recognition tasks with
sparse lattices, the implementation of the sequence training requires much greater engineering
skills than the small tasks such as reported in (Mohamed et al., 2010), although the objective
function as well as the gradient derivation are essentially the same. Similar conclusions are reached
by Vesely et al. (2013) when carrying out full-sequence training of DNN-HMMs for largevocabulary speech recognition. However, different heuristics from (Su et al., 2013) are shown to
be effective in the training. Separately, Wiesler et al. (2013) investigated the Hessian-free
optimization method for training the DNN with the cross-entropy objective and empirically
analyzed the properties of the method. And finally, Dognin and Goel (2013) combined stochastic
average gradient and Hessian-free optimization for sequence training of deep neural networks with
success in that the training procedure converges in about half the time compared with the full
Hessian-free sequence training.
For large DNN-HMM systems with either frame-level or sequence-level optimization objectives,
speeding up the training is essential to take advantage of large amounts of training data and of
large model sizes. In addition to the methods described above, Dean et al. (2012) reported the use
of the asynchronous stochastic gradient descent (ASGD) method, the adaptive gradient descent
(Adagrad) method, and the large-scale limited-memory BFGS (L-BFGS) method for very large
vocabulary speech recognition. Sainath et al. (2013) provided a review of a wide range of
optimization methods for speeding up the training of DNN-based systems for large speech
recognition tasks.
In addition to the advances described above focusing on optimization with the fully supervised
learning paradigm, where all training data contain the label information, the semi-supervised
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training paradigm is also exploited for learning DNN-HMM systems for speech recognition. Liao
et al. (2013) reported the exploration of using semi-supervised training on the DNN-HMM system
for the very challenging task of recognizing YouTube speech. The main technique is based on the
use of “island of confidence” filtering heuristics to select useful training segments. Separately,
semi-supervised training of DNNs is explored by Vesely et al. (2013), where self-training
strategies are used as the basis for data selection using both the utterance-level and frame-level
confidences. Frame-selection based on per-frame confidences derived from confusion in a lattice
is found beneficial. Huang et al. (2013) reported another variant of semi-supervised training
technique in which multi-system combination and confidence recalibration is applied to select the
training data. Further, Thomas et al. (2013) overcome the problem of lacking sufficient training
data for acoustic modeling in a number of low-resource scenarios. They make use of transcribed
multilingual data and semi-supervised training to build the proposed feature front-ends for
subsequent speech recognition.
Finally, we see important progress in deep learning based speech recognition in recent years with
the introduction of new regularization methods based on “dropout” originally proposed by Hinton
et al., (2012a). Overfitting is very common in DNN training and co-adaptation is prevalent within
the DNN with multiple activations adapting together to explain input acoustic data. Dropout is a
technique to limit co-adaptation. It operates as follows. On each training instance, each hidden unit
is randomly omitted with a fixed probability (e.g., p=0.5). Then, decoding is done normally except
with straightforward scaling of the DNN weights (by a factor of 1-p). Alternatively, the scaling
of the DNN weights can be done during training [by a factor of 1/(1-p)] rather than in decoding.
The benefits of dropout regularization for training DNNs are to make a hidden unit in the DNN
act strongly by itself without relying on others, and to serve a way to do model averaging of
different networks. These benefits are most pronounced when the training data is limited, or when
the DNN size is disproportionally large with respect to the size of the training data. Dahl et al.
(2013) applied dropout in conjunction with the ReLU units and to only the top few layers of a
fully-connected DNN. Seltzer and Yu (2013) applied it to noise robust speech recognition. Deng
et al. (2013), on the other hand, applied dropout to all layers of a deep convolutional neural network,
including both the top fully-connected DNN layers and the bottom locally-connected CNN layer
and the pooling layer. It is found that the dropout rate need to be substantially smaller for the
convolutional layer.
Subsequent work on applying dropout includes the study by Miao and Metze (2013), where DNNbased speech recognition is constrained by low resources with sparse training data. Most recently,
Sainath et al. (2013e) combined dropout with a number of novel techniques described in this
section (including the use of deep CNNs, Hessian-free sequence learning, the use of ReLU units,
and the use of joint fMLLR and filterbank features, etc.) to obtain state of the art results on several
large vocabulary speech recognition tasks.
As a summary, the initial success of deep learning methods for speech analysis and recognition
reported around 2010 has come a long way over the past three years. An explosive growth in the
work and publications on this topic has been observed, and huge excitement has been ignited
within the speech recognition community. We expect that the growth in the research on deep
learning based speech recognition will continue, at least in the near future. It is also fair to say that
the continuing large-scale success of deep learning in speech recognition as surveyed in this
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chapter (up to the ASRU-2013 time frame) is a key stimulant to the large-scale exploration and
applications of the deep learning methods to other areas, which we will survey in Chapters 8-11.

7.2 Speech Synthesis
In addition to speech recognition, the impact of deep learning has recently spread to speech
synthesis, aimed to overcome the limitations of the conventional approach in statistical parametric
synthesis based on Gaussian-HMM and decision-tree-based model clustering. The goal of speech
synthesis is to generate speech sounds directly from text and possibly with additional information.
The first set of papers appeared at ICASSP, May 2013, where four different deep learning
approaches are reported to improve the traditional HMM-based statistical parametric speech
synthesis systems built based on “shallow” speech models, which we briefly review here after
providing appropriate background information.
Statistical parametric speech synthesis emerged in the mid-1990s, and is currently the dominant
technology in speech synthesis. See a recent overview in (Tokuda et al., 2013). In this approach,
the relationship between texts and their acoustic realizations are modeled using a set of stochastic
generative acoustic models. Decision tree-clustered context-dependent HMMs with a Gaussian
distribution as the output of an HMM state are the most popular generative acoustic model used.
In such HMM-based speech synthesis systems, acoustic features including the spectra, excitation
and segment durations of speech are modeled simultaneously within a unified context-dependent
HMM framework. At the synthesis time, a text analysis module extracts a sequence of contextual
factors including phonetic, prosodic, linguistic, and grammatical descriptions from an input text to
be synthesized. Given the sequence of contextual factors, a sentence-level context-dependent
HMM corresponding to the input text is composed, where its model parameters are determined by
traversing the decision trees. The acoustic features are predicted so as to maximize their output
probabilities from the sentence HMM under the constraints between static and dynamic features.
Finally, the predicted acoustic features are sent to a waveform synthesis module to reconstruct the
speech waveforms. It has been known for many years that the speech sounds generated by this
standard approach are often muffled compared with natural speech. The inadequacy of acoustic
modeling based on the shallow-structured HMM is conjectured to be one of the reasons. Several
very recent studies have adopted deep learning approaches to overcome such deficiency. One
significant advantage of deep learning techniques is their strong ability to represent the intrinsic
correlation or mapping relationship among the units of a high-dimensional stochastic vector using
a generative (e.g., the RBM and DBN discussed in Chapter 3.2) or discriminative (e.g., the DNN
discussed in Chapter 3.3) modeling framework. The deep learning techniques are thus expected to
help the acoustic modeling aspect of speech synthesis in overcoming the limitations of the
conventional shallow modeling approach.
A series of studies are carried out recently on ways of overcoming the above limitations using deep
learning methods, inspired partly by the intrinsically hierarchical processes in human speech
production and the successful applications of a number of deep learning methods in speech
recognition as reviewed earlier in this chapter. In Ling et al. (2013, 2013a), the RBM and DBN as
generative models are used to replace the traditional Gaussian models, achieving significant
quality improvement, in both subjective and objective measures, of the synthesized voice. In the
approach developed in (Kang et al., 2013), the DBN as a generative model is used to represent
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joint distribution of linguistic and acoustic features. Both the decision trees and Gaussian models
are replaced by the DBN. The method is very similar to that used for generating digit images by
the DBN, where the issue of temporal sequence modeling specific to speech (non-issue for image)
is by-passed via the use of the relatively large, syllable-sized units in speech synthesis. On the
other hand, in contrast to the generative deep models (RBMs and DBNs) exploited above, the
study reported in (Zen et al., 2013) makes use of the discriminative model of the DNN to represent
the conditional distribution of the acoustic features given the linguistic features. Finally, in
(Fernandez et al., 2013), the discriminative model of the DNN is used as a feature extractor that
summarizes high-level structure from the raw acoustic features. Such DNN features are then used
as the input for the second stage for the prediction of prosodic contour targets from contextual
features in the full speech synthesis system.
The application of deep learning to speech synthesis is in its infancy, and much more work is
expected from that community in the near future.

7.3 Audio and Music Processing
Similar to speech recognition but to a less extent, in the area of audio and music processing, deep
learning has also become of intense interest but only quite recently. As an example, the first major
event of deep learning for speech recognition took place in 2009, followed by a series of events
including a comprehensive tutorial on the topic at ICASSP-2012 and with the special issue at IEEE
Transactions on Audio, Speech, and Language Processing, the premier publication for speech
recognition, in the same year. The first major event of deep learning for audio and music processing
appears to be the special session at ICASSP-2014, titled Deep Learning for Music (Battenberg et
al., 2014).
In the general field of audio and music processing, the impacted areas by deep learning include
mainly music signal processing and music information retrieval (e.g., Bengio et al., 2013;
Humphrey et al., 2012, 2012a, 2013; Battenberg and Wessel, 2012; Schmidt and Kim, 2011;
Hamel and Eck, 2010). Deep learning presents a unique set of challenges in these areas. Music
audio signals are time series where events are organized in musical time, rather than in real time,
which changes as a function of rhythm and expression. The measured signals typically combine
multiple voices that are synchronized in time and overlapping in frequency, mixing both shortterm and long-term temporal dependencies. The influencing factors include musical tradition, style,
composer and interpretation. The high complexity and variety give rise to the signal representation
problems well-suited to the high levels of abstraction afforded by the perceptually and biologically
motivated processing techniques of deep learning.
In the early work on audio signals as reported by Lee et al. (2009) and their follow-up work, the
convolutional structure is imposed on the RBM while building up a DBN. Convolution is made
in time by sharing weights between hidden units in an attempt to detect the same “invariant” feature
over different times. Then a max-pooling operation is performed where the maximal activations
over small temporal neighborhoods of hidden units are obtained, inducing some local temporal
invariance. The resulting convolutional DBN is applied to audio as well as speech data for a
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number of tasks including music artist and genre classification, speaker identification, speaker
gender classification, and phone classification, with promising results presented.
The RNN has also been recently applied to music processing applications (Bengio et al., 2013;
Boulanger-Lewandowski, et al., 2013), where the use of ReLU hidden units instead of logistic or
tanh nonlinearities are explored in the RNN. As reviewed in Chapter 7.2, ReLU units compute y
= max(x, 0), and lead to sparser gradients, less diffusion of credit and blame in the RNN, and faster
training. The RNN is applied to the task of automatic recognition of chords from audio music, an
active area of research in music information retrieval. The motivation of using the RNN
architecture is its power in modeling dynamical systems. The RNN incorporates an internal
memory, or hidden state, represented by a self-connected hidden layer of neurons. This property
makes them well suited to model temporal sequences, such as frames in a magnitude spectrogram
or chord labels in a harmonic progression. When well trained, the RNN is endowed with the power
to predict the output at the next time step given the previous ones. Experimental results show that
the RNN-based automatic chord recognition system is competitive with existing state-of-the-art
approaches (e.g., Oudre et al., 2011). The RNN is capable of learning basic musical properties
such as temporal continuity, harmony and temporal dynamics. It can also efficiently search for the
most musically plausible chord sequences when the audio signal is ambiguous, noisy or weakly
discriminative.
A recent review article by Humphrey et al. (2013) provides a detailed analysis on content-based
music informatics, and in particular on why the progress is decelerating throughout the field. The
analysis concludes that hand-crafted feature design is sub-optimal and unsustainable, that the
power of shallow architectures is fundamentally limited, and that short-time analysis cannot
encode musically meaningful structure. These conclusions motivate the use of deep learning
methods aimed at automatic feature learning. By embracing feature learning, it becomes possible
to optimize a music retrieval system’s internal feature representation or discovering it directly,
since deep architectures are especially well-suited to characterize the hierarchical nature of music.
Finally, we review the very recent work by van den Oord, et al. (2013) on content-based music
recommendation using deep learning methods. Automatic music recommendation has become an
increasingly significant and useful technique in practice. Most recommender systems rely on
collaborative filtering, suffering from the cold start problem where it fails when no usage data is
available. Thus, collaborative filtering is not effective for recommending new and unpopular songs.
Deep learning methods power the latent factor model for recommendation, which predicts the
latent factors from music audio when they cannot be obtained from usage data. A traditional
approach using a bag-of-words representation of the audio signals is compared with deep CNNs
with rigorous evaluation made. The results show highly sensible recommendations produced by
the predicted latent factors using deep CNNs. The study demonstrates that a combination of
convolutional neural networks and richer audio features lead to such promising results for contentbased music recommendation.
Like speech recognition and speech synthesis, much more work is expected from the music and
audio signal processing community in the near future.
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CHAPTER 8
SELECTED APPLICATIONS IN
LANGUAGE MODELING AND NATURAL
LANGUAGE PROCESSING
Research in language, document, and text processing has seen increasing popularity recently in the
signal processing community, and has been designated as one of the main focus areas by the IEEE
Signal Processing Society’s Speech and Language Processing Technical Committee. Applications
of deep learning to this area started with language modeling (LM), where the goal is to provide a
probability to any arbitrary sequence of words or other linguistic symbols (e.g., letters, characters,
phones, etc.). Natural language processing (NLP) or computational linguistics also deals with
sequences of words or other linguistic symbols, but the tasks are much more diverse (e.g.,
translation, parsing, text classification, etc.), not focusing on providing probabilities for linguistic
symbols. The connection is that LM is often an important and very useful component of NLP
systems. Applications to NLP is currently one of the most active areas in deep learning research,
and deep learning is also considered as one promising direction by the NLP research community.
However, the intersection between the deep learning and NLP researchers is so far not nearly as
large as that for the application areas of speech or vision. This is partly because the hard evidence
for the superiority of deep learning over the current state of the art NLP methods has not been as
strong as speech or visual object recognition.

8.1 Language Modeling
Language models (LMs) are crucial part of many successful applications, such as speech
recognition, text information retrieval, statistical machine translation and other tasks of NLP.
Traditional techniques for estimating the parameters in LMs are based on N-gram counts. Despite
known weaknesses of N-grams and huge efforts of research communities across many fields, Ngrams remained the state-of-the-art until neural network and deep learning based methods were
shown to significantly lower the perplexity of LMs, one common (but not ultimate) measure of the
LM quality, over several standard benchmark tasks (Mikolov, 2012; Mikolov et al., 2010, 2011).
Before we discuss neural network based LMs, we note the use of hierarchical Bayesian priors in
building up deep and recursive structure for LMs (Huang and Renals, 2010). Specifically, PitmanYor process is exploited as the Bayesian prior, from which a deep (four layers) probabilistic
generative model is built. It offers a principled approach to LM smoothing by incorporating the
power-law distribution for natural language. As discussed in Chapter 3, this type of prior
knowledge embedding is more readily achievable in the generative probabilistic modeling setup
than in the discriminative neural network based setup. The reported results on LM perplexity
reduction are not nearly as strong as that achieved by the neural network based LMs, which we
discuss next.
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There has been a long history (e.g., Bengio et al., 2001; 2003; Zamora et al., 2009) of using
(shallow) feed-forward neural networks in LMs, called the NNLM. An LM is a function that
captures the salient statistical characteristics of the distribution of sequences of words in natural
language. It allows one to make probabilistic predictions of the next word given preceding ones.
An NNLM is one that exploits the neural network’s ability to learn distributed representations in
order to reduce the impact of the curse of dimensionality. The original NNLM, with a feed-forward
neural network structure works as follows: the input of the N-gram NNLM is formed by using a
fixed length history of N-1 words. Each of the previous N-1 words is encoded using the very sparse
1-of-V coding, where V is the size of the vocabulary. Then, this 1-of-V orthogonal representation
of words is projected linearly to a lower dimensional space, using the projection matrix shared
among words at different positions in the history. After the projection layer, a hidden layer with
non-linear activation function, which is either a hyperbolic tangent or a logistic sigmoid, is used.
An output layer of the neural network then follows the hidden layer, with the number of output
units equal to the size of the full vocabulary. After the network is trained, the output layer
activations represent the “N-gram” LM’s probability distribution.
The main advantage of NNLMs over the traditional counting-based N-gram LMs is that history is
no longer seen as exact sequence of N-1 words, but rather as a projection of the entire history into
some lower dimensional space. This leads to a reduction of the total number of parameters in the
model that have to be trained, resulting in automatic clustering of similar histories. Compared with
the class-based N-gram LMs, the NNLMs are different in that they project all words into the same
low dimensional space, in which there can be many degrees of similarity between words. On the
other hand, NNLMs have much larger computational complexity than N-gram LMs.
Let’s look at the strengths of the NNLMs again from the viewpoint of distributed representations.
A distributed representation of a symbol is a vector of features which characterize the meaning of
the symbol. Each element in the vector participates in representing the meaning. With an NNLM,
one relies on the learning algorithm to discover meaningful, continuous-valued features. The basic
idea is to learn to associate each word in the dictionary with a continuous-valued vector
representation, which in the literature is called a word embedding, where each word corresponds
to a point in a feature space. One can imagine that each dimension of that space corresponds to a
semantic or grammatical characteristic of words. The hope is that functionally similar words get
to be closer to each other in that space, at least along some directions. A sequence of words can
thus be transformed into a sequence of these learned feature vectors. The neural network learns to
map that sequence of feature vectors to the probability distribution over the next word in the
sequence. The distributed representation approach to LMs has the advantage that it allows the
model to generalize well to sequences that are not in the set of training word sequences, but that
are similar in terms of their features, i.e., their distributed representation. Because neural networks
tend to map nearby inputs to nearby outputs, the predictions corresponding to word sequences with
similar features are mapped to similar predictions.
The above ideas of NNLMs have been implemented in various studies, some involving deep
architectures. In (Mnih and Hinton, 2007), the temporally factored RBM was used for language
modeling. Unlike the traditional N-gram model, the factored RBM uses distributed representations
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not only for context words but also for the words being predicted. This approach is generalized to
deeper structures as reported in (Mnih and Hinton, 2008).
Subsequent work on NNLM with “deep” architectures can be found in (Le et al., 2010, 2011, 2013;
Mikolov et al., 2010; Mikolov et al., 2011; Mikolov, 2012). As an example, Le et al. (2013)
describes an NNLM with structured output layer (SOUL-NNLM) where the processing depth in
the LM is focused in the neural network’s output representation. Figure 1 illustrates the SOULNNLM architecture with hierarchical structure in the output layers of the neural network, which
shares the same architecture with the conventional NNLM up to the hidden layer. The hierarchical
structure for the network’s output vocabulary is in the form of a clustering tree, shown to the right
of Figure 8.1, where each word belongs to only one class and ends in a single leaf node of the tree.
As a result of the hierarchical structure, the SOUL-NNLM enables the training of the NNLM with
a full, very large vocabulary. This gives advantages over the traditional NNLM which requires
shortlists of words in order to carry out the efficient computation in training.

Figure 8.1. The SOUL-NNLM architecture with hierarchical structure in the output layers of the
neural network [after (Le et al., 2013), @IEEE].
As another example neural-network-based LMs, the work described in (Mikolov et al., 2010, 2011)
and (Mikolov, 2012) makes use of RNNs to build large scale language models, called RNNLMs.
The main difference between the feed-forward and the recurrent architecture for LMs is different
ways of representing the word history. For feed-forward NNLM, the history is still just previous
several words. But for the RNNLM, an effective representation of history is learned from the data
during training. The hidden layer of RNN represents all previous history and not just N-1 previous
words, thus the model can theoretically represent long context patterns. A further important
advantage of the RNNLM over the feed-forward counterpart is the possibility to represent more
advanced patterns in the word sequence. For example, patterns that rely on words that could have
occurred at variable positions in the history can be encoded much more efficiently with the
recurrent architecture. That is, the RNNLM can simply remember some specific word in the state
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of the hidden layer, while the feed-forward NNLM would need to use parameters for each specific
position of the word in the history.
The RNNLM is trained using the algorithm of back-propagation through time; see details in
(Mikolov, 2012), which provided Figure 8.2 to show during training how the RNN unfolds as a
deep feed-forward network (with three time steps back in time).

Figure 8.2. During the training of RNNLMs, the RNN unfolds into a deep feed-forward network;
based on Figure 3.2 of (Mikolov, 2012).
The training of the RNNLM achieves stability and fast convergence, helped by capping the
growing gradient in training RNNs. Adaptation schemes for the RNNLM are also developed by
sorting the training data with respect to their relevance and by training the model during processing
of the test data. Empirical comparisons with other state-of-the-art counting-based N-gram LMs
show much better performance of RNNLM in the perplexity measure, as reported in (Mikolov et
al., 2010, 2011) and (Mikolov, 2012).
A separate work on applying RNN as an LM on the unit of characters instead of words can be
found in (Sutskever et al., 2011; Hermans et al., 2013). Many interesting properties such as
predicting long-term dependencies (e.g., making open and closing quotes in a paragraph) are
demonstrated. However, the usefulness of characters instead of words as units in practical
applications is not clear because the word is such a powerful representation for natural language.

77
Changing words to characters in LMs may limit most practical application scenarios and the
training become more difficult. Word-level models currently remain superior.
In the most recent work, Mnih and Teh (2012) and Mnih and Kavukcuoglu (2013) have developed
a fast and simple training algorithm for NNLMs. Despite their superior performance, NNLMs have
been used less widely than standard N-gram LMs due to the much longer training time. The
reported algorithm makes use of a method called noise-contrastive estimation or NCE (Gutmann
and Hyvarinen, 2012) to achieve much faster training for NNLMs, with time complexity
independent of the vocabulary size; hence a flat instead of tree-structured output layer in the
NNLM is used. The idea behind NCE is to perform nonlinear logistic regression to discriminate
between the observed data and some artificially generated noise. That is, to estimate parameters in
a density model of observed data, we can learn to discriminate between samples from the data
distribution and samples from a known noise distribution. As an important special case, NCE is
particularly attractive for unnormalized distributions (i.e., free from partition functions in the
denominator). In order to apply NCE to train NNLMs efficiently, Mnih and Teh (2012) and Mnih
and Kavukcuoglu (2013) first formulate the learning problem as one which takes the objective
function as the distribution of the word in terms of a scoring function. The NNLM then can be
viewed as a way to quantify the compatibility between the word history and a candidate next word
using the scoring function. The objective function for training the NNLM thus becomes
exponentiation of the scoring function, normalized by the same constant over all possible words.
Removing the costly normalization factor, NCE is shown to speed up the NNLM training over an
order of magnitude.
A similar concept to NCE is used in the recent work of (Mikolov et al., 2013), which is called
negative sampling. This is applied to a simplified version of an NNLM, for the purpose of
constructing word embedding instead of computing probabilities of word sequences. Word
embedding is an important concept for NLP applications, which we discuss next.

8.2 Natural Language Processing
Machine learning has been a dominant tool in NLP for many years. However, the use of machine
learning in NLP has been mostly limited to numerical optimization of weights for human designed
representations and features from the text data. The goal of deep or representation learning is to
automatically develop features or representations from the raw text material appropriate for a wide
range of NLP tasks.
Recently, neural network based deep learning methods have been shown to perform well on
various NLP tasks such as language modeling, machine translation, part-of-speech tagging, named
entity recognition, sentiment analysis, and paraphrase detection. The most attractive aspect of deep
learning methods is their ability to perform these tasks without external hand-designed resources
or time-intensive feature engineering. To this end, deep learning develops and makes use an
important concept called “embedding”, which refers to the representation of symbolic information
in natural language text at word-level, phrase-level, and even sentence-level in terms of
continuous-valued vectors.

78
The early work highlighting the importance of word embedding came from (Collobert and Weston,
2008), (Turian et al., 2010), and (Collobert et al., 2011), although the original form came from
(Bengio et al., 2000) as a side product of language modeling. Raw symbolic word representations
are transformed from the sparse vectors via 1-of-V coding with a very high dimension (i.e., the
vocabulary size V or its square or even its cubic) into low-dimensional, real-valued vectors via a
neural network and then used for processing by subsequent neural network layers. The key
advantage of using the continuous space to represent words (or phrases) is its distributed nature,
which enables sharing or grouping the representations of words with a similar meaning. Such
sharing is not possible in the original symbolic space, constructed by 1-of-V coding with a very
high dimension, for representing words. Unsupervised learning is used where “context” of the
word is used as the learning signal in neural networks. Excellent tutorials were recently given by
Socher et al. (2012-2013) to explain how the neural network is trained to perform word embedding.
More recent work proposes new ways of learning word embeddings that better capture the
semantics of words by incorporating both local and global document contexts and better account
for homonymy and polysemy by learning multiple embeddings per word (Huang et al., 2012).
Also, there is strong evidence that the use of RNNs can also provide empirically good performance
in learning word embeddings (Mikolov, 2012). While the use of NNLMs, whose aim is to predict
the future words in context, also induces word embeddings as its by-product, much simpler ways
of achieving the embeddings are possible without the need to do word prediction. As shown by
Collobert and Weston (2008), the neural networks used for creating word embeddings need much
smaller output units than the huge size typically required for NNLMs.
In the same early paper on word embedding, Collobert and Weston (2008) developed and
employed a convolutional network as the common model to simultaneously solve a number of
classic problems including part-of-speech tagging, chunking, named entity tagging, semantic role
identification, and similar word identification. More recent work reported in (Collobert, 2011)
further developed a fast, purely discriminative approach for parsing based on the deep recurrent
convolutional architecture. Collobert et al., (2011) provide a comprehensive review on ways of
applying unified neural network architectures and related deep learning algorithms to solve NLP
problems from “scratch”, meaning that no traditional NLP methods are used to extract features.
The theme of this line of work is to avoid task-specific, “man-made” feature engineering while
providing versatility and unified features constructed automatically from deep learning applicable
to all natural language processing tasks. The systems described in (Collobert et al., 2011)
automatically learn internal representations or word embedding from vast amounts of mostly
unlabeled training data while performing a wide range of NLP tasks.
The recent work by Mikolov et al. (2013a) derives word embeddings by simplifying the NNLM
described in Section 8.1 of this chapter. It is found that the NNLM can be successfully trained in
two steps. First, continuous word vectors are learned using a simple model which eliminates the
nonlinearity in the upper neural network layer and share the projection layer for all words. And
second, the N-gram NNLM is trained on top of the word vectors. So, after removing the second
step in the NNLM, the simple model is used to learn word embeddings, where the simplicity allows
the use of very large amount of data. This gives rise to a word embedding model called Continuous
Bag-of-Words Model (CBOW), as shown in Fig. 8.3a. Further, since the goal is no longer
computing probabilities of word sequences as in LMs, the word embedding system here is made
more effective by not only to predict the current word based on the context but also to perform
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inverse prediction known as “Skip-gram” model, as shown in Fig. 8.3b. In the follow-up work
(Mikolov et al., 2013) by the same authors, this word embedding system including the Skip-gram
model is extended by a much faster learning method called negative sampling, similar to NCE
discussed in Chapter 8.1.

Figure 8.3. The CBOW architecture (a) on the left, and the Skip-gram architecture (b) on the right.
[after (Mikolov et al., 2013a), @ICLR].
In parallel with the above development, Mnih and Kavukcuoglu (2013) demonstrate that NCE
training of lightweight word embedding models is a highly efficient way of learning high-quality
word representations, much like the somewhat earlier lightweight LMs developed by Mnih and
Teh (2012) described in Section 8.1. Consequently, results that used to require very considerable
hardware and software infrastructure can now be obtained on a single desktop with minimal
programming effort and using less time and data. This most recent work also shows that for
representation learning, only five noise samples in NCE can be sufficient for obtaining strong
results for word embedding, much fewer than that required for LMs. The authors also used an
“inversed language model” for computing word embeddings, similar to the way in which the Skipgram model is used in (Mikolov et al., 2013).
Huang et al. (2012) recognized the limitation of the earlier work on word embeddings in that these
models were built with only local context and one representation per word. They extended the
local context models to one that can incorporate global context from full sentences or the entire
document. This extended models accounts for homonymy and polysemy by learning multiple
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embeddings for each word. An illustration of this model is shown in Figure 8.4. In the earlier work
by the same research group (Socher et al., 2011), a recursive neural network with local context
was developed to build a deep architecture. The network, despite missing global context, was
already shown to be capable of successful merging of natural language words based on the learned
semantic transformations of their original features. This deep learning approach provided an
excellent performance on natural language parsing. The same approach was also demonstrated to
be reasonably successful in parsing natural scene images. In related studies, a similar recursive
deep architecture is used for paraphrase detection (Socher et al., 2011a), and for predicting
sentiment distributions from text (Socher et al., 2011b).

Figure 8.4. The extended word-embedding model using a recursive neural network that takes into
account not only local context but also global context. The global context is extracted from the
document and put in the form of a global semantic vector, as part of the input into the original
word-embedding model with local context. Taken from Figure 1 of (Huang et al., 2012). [after
(Huang et al., 2012), @ACL].
We now turn to selected applications of deep learning methods including the use of neural network
architectures and word embeddings to practically useful NLP tasks. Machine translation is one of
such tasks, pursued by NLP researchers for many years based typically on shallow statistical
models. The work described in (Schwenk, et al., 2012) are perhaps the first comprehensive report
on the successful application of neural-network-based language models with word embeddings,
trained on a GPU, for large machine translation tasks. They address the problem of high
computation complexity, and provide a solution that allows training 500 million words with 20
hours. Strong results are reported, with perplexity down from 71 to 60 in LMs and the
corresponding BLEU score gained by 1.8 points using the neural-network-based language models
with word embeddings compared with the best back-off LM.
A more recent study on applying deep learning methods to machine translation appears in (Gao et
al., 2013), where the phrase-translation component, rather than the LM component in the machine
translation system is replaced by the neural network models with semantic word embeddings. As
shown in Figure 8.5 for the architecture of this approach, a pair of source (denoted by f) and target
(denoted by e) phrases are projected into continuous-valued vector representations in a lowdimensional latent semantic space (denoted by the two y vectors).Then their translation score is
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computed by the distance between the pair in this new space. The projection is performed by two
deep neural networks (not shown here) whose weights are learned on parallel training data. The
learning is aimed to directly optimize the quality of end-to-end machine translation results.
Experimental evaluation has been performed on two standard Europarl translation tasks used by
the NLP community, English-French and German-English. The results show that the new
semantic-based phrase translation model significantly improves the performance of a state-of-theart phrase-based statistical machine translation system, leading to a gain close to1.0 BLEU point.

Figure 8.5. Illustration of the basic approach reported in (Gao et al., 2013) for machine
translation. Parallel pairs of source (denoted by f) and target (denoted by e) phrases are projected
into continuous-valued vector representations (denoted by the two y vectors), and their translation
score is computed by the distance between the pair in this continuous space. The projection is
performed by deep neural networks (denoted by the two arrows) whose weights are learned on
parallel training data. [after (Gao et al., 2013), @NIPS].
A related approach to machine translation was developed by Schwenk (2012). The estimation of
the translation model probabilities of a phrase-based machine translation system is carried out
using neural networks. The translation probability of phrase pairs is learned using continuousspace representations induced by neural networks. A simplification is made that decomposes the
translation probability of a phrase or a sentence to a product of n-gram probabilities as in a standard
n-gram language model. No joint representations of a phrase in the source language and the
translated version in the target language are exploited as in the approach reported by Gao et al.
(2013).
Yet another deep learning approach to machine translation appeared in (Mikolov et al., 2013b). As
in other approaches, a corpus of words in one language are compared with the same corpus of
words translated into another, and words and phrases in such bilingual data that share similar
statistical properties are considered equivalent. A new technique is proposed that automatically
generates dictionaries and phrase tables that convert one language into another. It does not rely on
versions of the same document in different languages. Instead, it uses data mining techniques to
model the structure of a source language and then compares it to the structure of the target
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language. The technique is shown to translate missing word and phrase entries by learning
language structures based on large monolingual data and mapping between languages from small
bilingual data. It is based on vector-valued word embeddings as discussed earlier in this chapter
and it learns a linear mapping between vector spaces of source and target languages.

An earlier study on applying deep learning techniques with DBNs was provided in (Deselaers et
al., 2009) to attack a machine transliteration problem, a much easier task than machine translation.
This type of deep architectures and learning may be generalized to the more difficult machine
translation problem but no follow-up work has been reported. As another early NLP application,
Sarikaya et al. (2011) applied DNNs (called DBNs in the paper) to perform a natural language
call–routing task. The DNNs use unsupervised learning to discover multiple layers of features that
are then used to optimize discrimination. Unsupervised feature discovery is found to make DBNs
far less prone to overfitting than the neural networks initialized with random weights.
Unsupervised learning also makes it easier to train neural networks with many hidden layers.
DBNs are found to produce better classification results than several other widely used learning
techniques, e.g., maximum entropy and boosting based classifiers.

One most interesting NLP task recently tackled by deep learning methods is that of knowledge
base (ontology) completion, which is instrumental in question-answering and many other NLP
applications. An early work in this space came from (Bordes et al., 2011), where a process is
introduced to automatically learn structured distributed embeddings of knowledge bases. The
proposed representations in the continuous-valued vector space are compact and can be efficiently
learned from large-scale data of entities and relations. A specialized neural network architecture,
a generalization of “Siamese” network, is used. In the follow-up work that focuses on multirelational data (Bordes et al., 2013), the semantic matching energy model is proposed to learn
vector representations for both entities and relations. More recent work (Socher et al., 2013) adopts
an alternative approach, based on the use of neural tensor networks, to attack the problem of
reasoning over a large joint knowledge graph for relation classification. The knowledge graph is
represented as triples of a relation between two entities, and the authors aim to develop a neural
network model suitable for inference over such relationships. The model they presented is a neural
tensor network, with one layer only. The network is used to represent entities in a fixeddimensional vectors, which are created separately by averaging pre-trained word embedding
vectors. It then learn the tensor with the newly added relationship element that describes the
interactions among all the latent components in each of the relationships. The neural tensor
network can be visualized in Figure 8.6, where each dashed box denotes one of the two slices of
the tensor. Experimentally, the paper of (Socher et al., 2013) shows that this tensor model can
effectively classify unseen relationships in WordNet and FreeBase.

83

Figure 8.6. Illustration of the neural tensor network described in (Socher et al., 2013), with two
relationships shown as two slices in the tensor. The tensor is denoted by W[1:2] . The network
contains a bilinear tensor layer that directly relates the two entity vectors (shown as e1 and e2 )
across three dimensions. Each dashed box denotes one of the two slices of the tensor. [after
(Socher et al., 2013), @NIPS].
As the final example of deep learning applied successfully to NLP, we discuss here sentiment
analysis applications based on recursive deep models published recently by Socher et al. (2013a).
Sentiment analysis is a task that is aimed to estimate the positive or negative opinion by an
algorithm based on input text information. As we discussed earlier in this chapter, word
embeddings in the semantic space achieved by neural network models have been very useful but
it is difficult for them to express the meaning of longer phrases in a principled way. For sentiment
analysis with the input data from typically many words and phrases, the embedding model requires
the compositionality properties. To this end, Socher et al. (2013a) developed the recursive neural
tensor network, where each layer is constructed similarly to that of the neural tensor network
described in (Socher et al., 2013) with an illustration shown in Figure 8.6. The recursive
construction of the full network exhibiting properties of compositionality follows that of (Socher
et al., 2011) for the regular, non-tensor network. When trained on a carefully constructed sentiment
analysis database, the recursive neural tensor network is shown to outperform all previous methods
on several metrics. The new model pushes the state of the art in single sentence positive/negative
classification from 80% up to 85.4%. The accuracy of predicting fine-grained sentiment labels for
all phrases reaches 80.7%, an improvement of 9.7% over bag-of-features baselines.
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CHAPTER 9
SELECTED APPLICATIONS IN
INFORMATION RETRIEVAL
9.1 A Brief Introduction to Information Retrieval
Information retrieval (IR) is a process whereby a user enters a query into the automated computer
system that contains a collection of many documents with the goal of obtaining a set of most
relevant documents. Queries are formal statements of information needs, such as search strings in
web search engines. In IR, a query does not uniquely identify a single document in the collection.
Instead, several documents may match the query with different degrees of relevancy.
A document, sometimes called an object as a more general term which may include not only a text
document but also an image, audio (music or speech), or video, is an entity that contains
information and represented as an entry in a database. In this chapter, we limit the “object” to only
text documents. User queries in IR are matched against the documents’ representation stored in
the database. Documents themselves often are not kept or stored directly in the IR system. Rather,
they are represented in the system by metadata. Typical IR systems compute a numeric score on
how well each document in the database matches the query, and rank the objects according to this
value. The top-ranking documents from the system are then shown to the user. The process may
then be iterated if the user wishes to refine the query.
Based partly on (Manning et al., 2009), common IR methods consist of several categories:





Boolean retrieval, where a document either matches a query or it does not.
Algebraic approaches to retrieval, where models are used to represent documents and
queries as vectors, matrices, or tuples. The similarity of the query vector and document
vector is represented as a scalar value. This value can be used to produce a list of documents
that are rank-ordered for a query. Common models and methods include vector space
model, topic-based vector space model, extended Boolean model, and latent semantic
analysis.
Probabilistic approaches to retrieval, where the process of IR is treated as a probabilistic
inference. Similarities are computed as probabilities that a document is relevant for a given
query, and the probability value is then used as the score in ranking documents. Common
models and methods include binary Independence model, probabilistic relevance model
with the BM25 relevance function, methods of inference with uncertainty, probabilistic,
language modeling, and the technique of latent Dirichlet allocation.
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Feature-based approaches to retrieval, where documents are viewed as vectors of values of
feature functions. Principled methods of “learning to rank” are devised to combine these
features into a single relevance score. Feature functions are arbitrary functions of document
and query, and as such Feature-based approaches can easily incorporate almost any other
retrieval model as just yet another feature.

Deep learning applications to IR are rather recent. The approaches in the literature so far belong
mostly to the category of feature-based approaches. The use of deep networks is mainly for
extracting semantically meaningful features for subsequent document ranking stages. We will
review selected studies in the recent literature in the remainder of this chapter below.

9.2 Semantic Hashing with Deep Autoencoders for
Document Indexing and Retrieval
Here we discuss the “semantic hashing” approach for the application of deep autoencoders to
document indexing and retrieval as published in (Salakhutdinov and Hinton, 2007; Hinton and
Salakhutdinov, 2010). It is shown that the hidden variables in the final layer of a DBN not only
are easy to infer after using an approximation based on feed-forward propagation, but they also
give a better representation of each document, based on the word-count features, than the widely
used latent semantic analysis and the traditional TF-IDF approach for information retrieval. Using
the compact code produced by deep autoencoders, documents are mapped to memory addresses in
such a way that semantically similar text documents are located at nearby addresses to facilitate
rapid document retrieval. The mapping from a word-count vector to its compact code is highly
efficient, requiring only a matrix multiplication and a subsequent sigmoid function evaluation for
each hidden layer in the encoder part of the network.
A deep generative model of DBN is exploited for the above purpose as discussed in (Hinton and
Salakhutdinov, 2010). Briefly, the lowest layer of the DBN represents the word-count vector of a
document and the top layer represents a learned binary code for that document. The top two layers
of the DBN form an undirected associative memory and the remaining layers form a Bayesian
(also called belief) network with directed, top-down connections. This DBN, composed of a set of
stacked RBMs as we reviewed in Chapter 5, produces a feed-forward “encoder” network that
converts word-count vectors to compact codes. By composing the RBMs in the opposite order, a
“decoder” network is constructed that maps compact code vectors into reconstructed word-count
vectors. Combining the encoder and decoder, one obtains a deep autoencoder (subject to further
fine-tuning as discussed in Chapter 4) for document coding and subsequent retrieval.
After the deep model is trained, the retrieval process starts with mapping each query into a 128-bit
binary code by performing a forward pass through the model with thresholding. Then the
Hamming distance between the query binary code and all the documents’ 128-bit binary codes,
especially those of the “neighboring” documents defined in the semantic space, are computed
extremely efficiently. The efficiency is accomplished by looking up the neighboring bit vectors in
the hash table. The same idea as discussed here for coding text documents for information retrieval
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has been explored for audio document retrieval and speech feature coding problems with some
initial exploration reported in (Deng et al., 2010), discussed in Chapter 4 in detail.

9.3 Deep-Structured Semantic Modeling (DSSM) for
Document Retrieval
Here we discuss the more advanced and recent approach to large-scale document retrieval (Web
search) based on a specialized deep architecture, called deep-structured semantic model or deep
semantic similarity model (DSSM), as published in (Huang et al., 2013), and its convolutional
version (C-DSSM), as published in (Shen et al., 2014).
Modern search engines retrieve Web documents mainly by matching keywords in documents with
those in a search query. However, lexical matching can be inaccurate due to the fact that a concept
is often expressed using different vocabularies and language styles in documents and queries.
Latent semantic models are able to map a query to its relevant documents at the semantic level
where lexical-matching often fails (Manning et al., 2009). These models address the language
discrepancy between Web documents and search queries by grouping different terms that occur in
a similar context into the same semantic cluster. Thus, a query and a document, represented as two
vectors in the lower-dimensional semantic space, can still have a high similarity even if they do
not share any term. Probabilistic topic models such as probabilistic latent semantic models and
latent Dirichlet allocation models have been proposed for semantic matching to partially overcome
such difficulties. However, the improvement on IR tasks has not been as significant as originally
expected because of two main factors: 1) most state-of-the-art latent semantic models are based on
linear projection, and thus are inadequate in capturing effectively the complex semantic properties
of documents; and 2) these models are often trained in an unsupervised manner using an objective
function that is only loosely coupled with the evaluation metric for the retrieval task. In order to
improve semantic matching for IR, two lines of research have been conducted to extend the above
latent semantic models. The first is the semantic hashing approach reviewed in Section 9.1 above
in this chapter based on the use of deep autoencoders (Salakhutdinov and Hinton, 2007; Hinton
and Salakhutdinov, 2010). While the hierarchical semantic structure embedded in the query and
the document can be extracted via deep learning, the deep learning approach used for their models
still adopts an unsupervised learning method where the model parameters are optimized for the reconstruction of the documents rather than for differentiating the relevant documents from the
irrelevant ones for a given query. As a result, the deep neural network models do not significantly
outperform strong baseline IR models that are based on lexical matching. In the second line of
research, click-through data, which consists of a list of queries and the corresponding clicked
documents, is exploited for semantic modeling so as to bridge the language discrepancy between
search queries and Web documents in recent studies (Gao et al., 2010, 2011). These models are
trained on click-through data using objectives that tailor to the document ranking task. However,
these click-through-based models are still linear, suffering from the issue of expressiveness. As a
result, these models need to be combined with the keyword matching models (such as BM25) in
order to obtain a significantly better performance than baselines.
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The DSSM approach reported in (Huang et al., 2013) aims to combine the strengths of the above
two lines of work while overcoming their weaknesses. It uses the DNN architecture to capture
complex semantic properties of the query and the document, and to rank a set of documents for a
given query. Briefly, a non-linear projection is performed first to map the query and the documents
to a common semantic space. Then, the relevance of each document given the query is calculated
as the cosine similarity between their vectors in that semantic space. The DNNs are trained using
the click-through data such that the conditional likelihood of the clicked document given the query
is maximized. Different from the previous latent semantic models that are learned in an
unsupervised fashion, the DSSM is optimized directly for Web document ranking, and thus gives
superior performance. Furthermore, to deal with large vocabularies in Web search applications, a
new word hashing method is developed, through which the high-dimensional term vectors of
queries or documents are projected to low-dimensional letter based n-gram vectors with little
information loss.
Figure 9.1 illustrates the DNN part in the DSSM architecture. The DNN is used to map highdimensional sparse text features into low-dimensional dense features in a semantic space. The first
hidden layer, with 30k units, accomplishes word hashing. The word-hashed features are then
projected through multiple layers of non-linear projections. The final layer’s neural activities in
this DNN form the feature in the semantic space.

Figure 9.1. The DNN component of the DSSM architecture for computing semantic features. The
DNN uses multiple layers to map high-dimensional sparse text features, for both Queries and
Documents into low-dimensional dense features in a semantic space. [after (Huang et al., 2013),
@CIKM]
To show the computational steps in the various layers of the DNN in Figure 9.1, we denote 𝑥 as
the input term vector, 𝑦 as the output vector, 𝑙𝑖 , 𝑖 = 1, … , 𝑁 − 1, as the intermediate hidden layers,
𝑊𝑖 as the i-th projection matrix, and 𝑏𝑖 as the 𝑖-th bias vector, we have
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𝑙1 = 𝑊1 𝑥,
𝑙𝑖 = 𝑓(𝑊𝑖 𝑙𝑖−1 + 𝑏𝑖 ), 𝑖 > 1
𝑦 = 𝑓(𝑊𝑁 𝑙𝑁−1 + 𝑏𝑁 )
where 𝑡𝑎𝑛ℎ function is used at the output layer and the hidden layers 𝑙𝑖 , 𝑖 = 2, … , 𝑁 − 1:
1 − 𝑒 −2𝑥
1 + 𝑒 −2𝑥
The semantic relevance score between a query 𝑄 and a document 𝐷 can then be computed as the
consine distance
𝑦𝑄 𝑇 𝑦𝐷
𝑅(𝑄, 𝐷) = cosine(𝑦𝑄 , 𝑦𝐷 ) =
‖𝑦𝑄 ‖‖𝑦𝐷 ‖
𝑓(𝑥) =

where 𝑦𝑄 and 𝑦𝐷 are the concept vectors of the query and the document, respectively. In Web
search, given the query, the documents can be sorted by their semantic relevance scores.
Learning of the DNN weights 𝑊𝑖 and 𝑏𝑖 shown in Figure 9.1 is an important contribution of the
study of (Huang et al., 2013). Compared with the DNNs used in speech recognition where the
targets or labels of the training data are readily available, the DNN in the DSSM does not have
such label information well defined. That is, rather than using the common cross entropy or mean
square errors as the training objective function, IR-centric loss functions need to be developed in
order to train the DNN weights in the DSSM using the available data such as click-through logs.
The click-through logs consist of a list of queries and their clicked documents. A query is typically
more relevant to the documents that are clicked on than those that are not. This weak supervision
information can be exploited to train the DSSM. More specifically, the weight matrices in the
DSSM, 𝑊𝑖 , is learned to maximize the posterior probability of the clicked documents given the
queries
exp(𝛾𝑅(𝑄, 𝐷))
𝑃(𝐷|𝑄) =
∑𝐷′ 𝑫 exp(𝛾𝑅(𝑄, 𝐷′))
defined on the semantic relevance score 𝑅(𝑄, 𝐷) between the Query (Q) and the Document (D),
where 𝛾 is a smoothing factor set empirically on a held-out data set, and 𝑫 denotes the set of
candidate documents to be ranked. Ideally, 𝑫 should contain all possible documents, as in the
maximum mutual information training for speech recognition where all possible negative
candidates may be considered (He and Deng, 2008). However in this case 𝑫 is of Web scale and
thus is intractable in practice. In the implementation of DSSM learning described in (Huang et al.,
2013), a subset of the negative candidates are used, following the common practice adopted in
MCE (Minimum Classification Error) training in speech recognition (Chengalvarayan and Deng,
1998; Yu and Deng, 2007; Yu et al., 2008; Fu et al., 2007). In other words, for each query and
clicked-document pair, denoted by (𝑄, 𝐷+ ) where 𝑄 is a query and 𝐷+ is the clicked document,
the set of D is approximated by including 𝐷+ and only four randomly selected unclicked
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documents, denote by {𝐷𝑗− ; 𝑗 = 1, … ,4} . In the study reported in (Huang et al., 2013), no
significant difference was found when different sampling strategies were used to select the
unclicked documents.
With the above simplification the DSSM parameters are estimated to maximize the approximate
likelihood of the clicked documents given the queries across the training set
𝐿(Λ) = log

∏

𝑃(𝐷+ |𝑄)

(𝑄,𝐷 + ,𝐷𝑗− )

where Λ denotes the parameter set of the DNN weights {𝑊𝑖 } in the DSSM. In Figure 9.2, we show
the overall DSSM architecture that contains several DNNs. All these DNNs share the same weights
but take different documents (one positive and several negatives) as inputs when training the
DSSM parameters. Details of the gradient computation of this approximate loss function with
respect to the DNN weights tied across documents and queries can be found in (Huang et al., 2013)
and are not elaborated here.

Figure 9.2. Architectural illustration of the DSSM for document retrieval (from Huang et al.,
2013). All DNNs shown have shared weights. A set of n documents are shown here to illustrate the
random negative sampling discussed in the text for simplifying the training procedure for the
DSSM. [after (Huang et al., 2013), @CIKM]
Most recently, the DSSM described above has been extended to its convolutional version, or CDSSM (Shen et al., 2014). In the C-DSSM, semantically similar words within context are projected
to vectors that are close to each other in the contextual feature space through a convolutional
structure. The overall semantic meaning of a sentence is found to be determined by a few key
words in the sentence, and thus the C-DSSM uses an additional max pooling layer to extract the
most salient local features to form a fixed-length global feature vector. The global feature vector
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is then fed to the remaining nonlinear DNN layer(s) to map it to a point in the shared semantic
space.
The convolutional neural network component of the C-DSSM is shown in Figure 9.3, where a
window size of three is illustrated for the convolutional layer. The overall C-DSSM architecture
is similar to the DSSM architecture shown in Figure 9.2 except that the fully-connected DNNs are
replaced by the convolutional neural networks with locally-connected tied weights and additional
max-pooling layers. The model component shown in Figure 9.3 contains 1) a word hashing layer
to transform words into letter-tri-gram count vectors in the same way as the DSSM; 2) a
convolutional layer to extract local contextual features for each context window; 3) a max-pooling
layer to extract and combine salient local contextual features to form a global feature vector; and
4) a semantic layer to represent the high-level semantic information of the input word sequence.
The main motivation for using the convolutional structure in the C-DSSM is its ability to map a
variable-length word sequence to a low-dimensional vector in a latent semantic space. Unlike most
previous models that treat a query or a document as a bag of words, a query or a document in the
C-DSSM is viewed as a sequence of words with contextual structures. By using the convolutional
structure, local contextual information at the word n-gram level is modeled first. Then, salient local
features in a word sequence are combined to form a global feature vector. Finally, the high-level
semantic information of the word sequence is extracted to form a global vector representation.
Like the DSSM just described, the C-DSSM is also trained on click-through data by maximizing
the conditional likelihood of the clicked documents given a query using the back-propagation
algorithm.
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Figure 9.3. The convolutional neural network component of the C-DSSM, with the window size of
three is illustrated for the convolutional layer. [after (Shen et al., 2014), @WWW].
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9.4 Use of Deep Stacking Networks for Information
Retrieval
In parallel with the IR studies reviewed above, the deep stacking network (DSN) discussed in
Chapter 6 has also been explored recently for IR with insightful results (Deng et al., 2013c). The
experimental results suggest that the classification error rate using the binary decision of “relevant”
vs. “non-relevant” from the DSN, which is closely correlated with the DSN training objective, is
also generally correlated well with the NDCG (normalized discounted cumulative gain) as the
most common IR quality measure. The exception is found in the region of high IR quality.
As described in Chapter 6, the simplicity of the DSN’s training objective, the mean square error
(MSE), drastically facilitates its successful applications to image recognition, speech recognition,
and speech understanding. The MSE objective and classification error rate have been shown to be
well correlated in these speech or image applications. For information retrieval (IR) applications,
however, the inconsistency between the MSE objective and the desired objective (e.g., NDCG) is
much greater than that for the above classification-focused applications. For example, the NDCG
as a desirable IR objective function is a highly non-smooth function of the parameters to be
learned, with a very different nature from the nonlinear relationship between MSE and
classification error rate. Thus, it is of interest to understand to what extent the NDCG is reasonably
well correlated with classification rate or MSE where the relevance level in IR is used as the DSN
prediction target. Further, can the advantage of learning simplicity in the DSN be applied to
improve IR quality measures such as the NDCG? Our experimental results presented in (Deng et
al., 2013c) provide largely positive answers to both of the above questions. In addition, special
care that need to be taken in implementing DSN learning algorithms when moving from
classification to IR applications are addressed.
The IR task in the experiments of (Deng et al., 2013c) is the sponsored search related to ad
placement. In addition to the organic web search results, commercial search engines also provide
supplementary sponsored results in response to the user’s query. The sponsored search results are
selected from a database pooled by advertisers who bid to have their ads displayed on the search
result pages. Given an input query, the search engine will retrieve relevant ads from the database,
rank them, and display them at the proper place on the search result page; e.g., at the top or right
hand side of the web search results. Finding relevant ads to a query is quite similar to common
web search. For instance, although the documents come from a constrained database, the task
resembles typical search ranking that targets on predicting document relevance to the input query.
The experiments conducted for this task are the first with the use of deep learning techniques
(based on the DSN architecture) on the ad-related IR problem. The preliminary results from the
experiments are the close correlation between the MSE as the DSN training objective with the
NDCG as the IR quality measure over a wide NDCG range.
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CHAPTER 10
SELECTED APPLICATIONS IN OBJECT
RECOGNITION AND COMPUTER VISION
Over the past two years or so, tremendous progress has been made in applying deep learning
techniques to computer vision, especially in the field of object recognition. The success of deep
learning in this area is now commonly accepted by the computer vision community. It is the second
area in which the application of deep learning techniques is successful, following the speech
recognition area as we reviewed and analyzed in Chapters 2 and 7.
Excellent surveys on the recent progress of deep learning for computer vision are available in the
NIPS-2013 tutorial (https://nips.cc/Conferences/2013/Program/event.php?ID=4170 with video
recording at http://research.microsoft.com/apps/video/default.aspx?id=206976&l=i ) and slides at
http://cs.nyu.edu/~fergus/presentations/nips2013_final.pdf, and also in the CVPR-2012 tutorial
(http://cs.nyu.edu/~fergus/tutorials/deep_learning_cvpr12). The reviews provided in this chapter
below are based partly on these tutorials, in connection with the earlier deep learning material in
this book. Another excellent source which this chapter draws upon is the most recent Ph.D. thesis
on the topic of deep learning for computer vision (Zeiler, 2014).
Over many years, object recognition in computer vision has been relying on hand-designed
features such as SIFT (Scale Invariant Feature Transform) and HOG (Histogram of Oriented
Gradients), akin to the reliance of speech recognition on hand-designed features such as MFCC
and PLP. However, features like SIFT and HOG only capture low-level edge information. The
design of features to effectively capture mid-level information such as edge intersections or highlevel representation such as object parts becomes much more difficult. Deep learning aims to
overcome such challenges by automatically learning hierarchies of visual features in both
unsupervised and supervised manners directly from data. The review below categorizes the many
deep learning methods applied to computer vision into two classes: 1) unsupervised feature
learning where the deep learning is used to extract features only, which may be subsequently fed
to relatively simple machine learning algorithm for classification or other tasks; and 2) supervised
learning methods where end-to-end learning is adopted to jointly optimize feature extractor and
classifier components of the full system when large amounts of labeled training data are available.

10.1 Unsupervised or Generative Feature Learning
When labeled data are relatively scarce, unsupervised learning algorithms have been shown to
learn useful visual feature hierarchies. In fact, prior to the demonstration of remarkable successes
of CNN architectures with supervised learning in the 2012 ImageNet competition, much of the
work in applying deep learning methods to computer vision had been on unsupervised feature
learning. The original unsupervised deep autoencoder that exploits DBN pre-training was
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developed and demonstrated by Hinton and Salakhutdinov (2006) with success on the image
recognition and dimensionality reduction (coding) tasks of MNIST with only 60,000 samples in
the training set; see details of this task in http://yann.lecun.com/exdb/mnist/ and an analysis in
(Deng, 2012). It is interesting to note that the gain of coding efficiency using the DBN-based
autoencoder on the image data over the conventional method of principal component analysis as
demonstrated in (Hinton and Salakhutdinov, 2006) is very similar to the gain reported in (Deng et
al., 2010) and described in Chapter 4 of this book on the speech data over the traditional technique
of vector quantization. Also, Nair and Hinton (2009) developed a modified DBN where the toplayer model uses a third-order Boltzmann machine. This type of DBN is applied to the NORB
database – a three-dimensional object recognition task. An error rate close to the best published
result on this task is reported. In particular, it is shown that the DBN substantially outperforms
shallow models such as SVMs. In (Tang and Eliasmith, 2010), two strategies to improve the
robustness of the DBN are developed. First, sparse connections in the first layer of the DBN are
used as a way to regularize the model. Second, a probabilistic de-noising algorithm is developed.
Both techniques are shown to be effective in improving robustness against occlusion and random
noise in a noisy image recognition task. DBNs have also been successfully applied to create
compact but meaningful representations of images (Tarralba et al., 2008) for retrieval purposes.
On this large collection image retrieval task, deep learning approaches also produced strong results.
Further, the use of a temporally conditional DBN for video sequence and human motion synthesis
were reported in (Taylor et al., 2007). The conditional RBM and DBN make the RBM and DBN
weights associated with a fixed time window conditioned on the data from previous time steps.
The computational tool offered in this type of temporal DBN and the related recurrent networks
may provide the opportunity to improve the DBN-HMMs towards efficient integration of
temporal-centric human speech production mechanisms into DBN-based speech production model.
Deep learning methods have a rich family, including hierarchical probabilistic and generative
models (neural networks or otherwise). One most recent example of this type developed and
applied to facial expression datasets is the stochastic feed-forward neural networks that can be
learned efficiently and that can induce a rich multiple-mode distribution in the output space not
possible with the standard, deterministic neural networks (Tang and Salakhutdinov, 2013). In
Figure 10.1, we show the architecture of a typical stochastic feed-forward neural network with
four hidden layers with mixed deterministic and stochastic neurons (left) used to model multimode distributions illustrated on the right. The stochastic network here is a deep, directed graphical
model, where the generation process starts from input x, a neural face, and generates the output y,
the facial expression. In face expression classification experiments, the learned unsupervised
hidden features generated from this stochastic network are appended to the image pixels and helped
to obtain superior accuracy to the baseline classifier based on the conditional RBM/DBN (Taylor
et al., 2007).
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Figure 10.1. Left: A typical architecture of the stochastic feed-forward neural network with four
hidden layers. Right: Illustration of how the network can produce a distribution with two distinct
modes and use them to represent two or more different facial expressions y given a neutral face x.
[after (Tang and Salakhutdinov, 2013), @NIPS].
Perhaps the most notable work in the category of unsupervised deep feature learning for computer
vision (prior to the recent surge of the work on CNNs) is that of (Le et al., 2012), a nine-layer
locally connected sparse autoencoder with pooling and local contrast normalization. The model
has one billion connections, trained on the dataset with 10 million images downloaded from the
Internet. The unsupervised feature learning methods allow the system to train a face detector
without having to label images as containing a face or not. And the control experiments show that
this feature detector is robust not only to translation but also to scaling and out-of-plane rotation.
Another set of popular studies on unsupervised deep feature learning for computer vision are based
on deep sparse coding models (Yu et al., 2011; Lin et al., 2011). This type of deep models produced
state-of-the-art accuracy results on the ImageNet object recognition tasks prior to the rise of the
CNN architectures armed with supervised learning to perform joint feature learning and
classification, which we turn to now.

10.2 Supervised Feature Learning and Classification
The origin of the applications of deep learning to object recognition tasks can be traced to the
convolutional neural networks (CNNs) in the early 90s; see a comprehensive overview in (LeCun
et al., 1998). The CNN-based architectures in the supervised learning mode have captured intense
interest in computer vision since October 2012 shortly after the ImageNet competition results were
released (http://www.image-net.org/challenges/LSVRC/2012/ ). This is mainly due to the huge
recognition accuracy gain over competing approaches when large amounts of labeled data are
available to efficiently train large CNNs using GPU-like high-performance computing platforms.
Just like DNN-based deep learning methods have outperformed previous state-of-the-art
approaches in speech recognition in a series of benchmark tasks including phone recognition,
large-vocabulary speech recognition, noise-robust speech recognition, and multi-lingual speech
recognition, CNN-based deep learning methods have demonstrated the same in a set of computer

95
vision benchmark tasks including category-level object recognition, object detection, and semantic
segmentation.
The basic architecture of the CNN described in (LeCun et al., 1998) is shown in Figure 10.1. To
incorporate the relative invariance of the spatial relationship in typical image pixels with respect
to the location, the CNN uses a convolutional layer with local receptive fields and with tied filter
weights, much like 2-dimensional FIR filters in image processing. The output of the FIR filters is
then passed through a nonlinear activation function to create activation maps, followed by another
nonlinear pooling (labeled as “subsampling” in Figure 10.2) layer that reduces the data rate while
providing invariance to slightly different input images. The output of the pooling layer are subject
to a few fully-connected layers as in the DNN discussed in earlier chapters. The whole architecture
above is also called the deep CNN in the literature.

Figure 10.2. The original convolutional neural network that is composed of multiple alternating
convolution and pooling layers followed by fully connected layers. [after (LeCun, et al., 1998),
@IEEE].
Deep models with convolution structure such as CNNs have been found effective and have been
in use in computer vision and image recognition since 90’s (Bengio and LeCun, 1995; LeCun et
al., 1998; Jarrett et al., 2009; Kavukcuoglu et al., 2010; Ciresan et al., 2012; Krizhevsky et al.,
2012). The most notable advance was achieved in the 2012 ImageNet LSVRC competition, in
which the task is to train a model with 1.2 million high-resolution images to classify unseen images
to one of the 1000 different image classes. On the test set consisting of 150k images, the deep
CNN approach described in (Krizhevsky et al., 2012) achieved the error rates considerably lower
than the previous state-of-the-art. Very large deep-CNNs are used, consisting of 60 million weights,
and 650,000 neurons, and five convolutional layers together with max-pooling layers. Additional
two fully-connected layers as in the DNN described previously are used on top of the CNN layers.
Although all the above structures were developed separately in earlier work, their best combination
accounted for major part of the success. See the overall architecture of the deep CNN system in
Figure 10.3. Two additional factors contribute to the final success. The first is a powerful
regularization technique called “dropout”; see details in (Hinton et al., 2012a) and a series of
further analysis and improvement in (Baldi and Sadowski, 2013; McAllester, 2013; Frey and Ba,
2013; Wager et al., 2013). Applications of the same “dropout” techniques are also successful for
some speech recognition tasks (Deng et al., 2013; Dahl et al., 2013). The second factor is the use
of non-saturating neurons or rectified linear units (ReLU) that compute 𝑓(𝑥) = max(𝑥, 0), which
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significantly speeds up the overall training process especially with efficient GPU implementation.
This deep-CNN system achieved a winning top-5 test error rate of 15.3% using extra training data
from ImageNet Fall 2011 release, or 16.4% using only supplied training data in ImageNet-2012,
significantly lower than 26.2% achieved by the second-best system which combines scores from
many classifiers using a set of hand-crafted features such as SIFT and Fisher vectors. See details
in http://www.image-net.org/challenges/LSVRC/2012/oxford_vgg.pdf about the best competing
method. It is noted, however, that the Fisher-vector-encoding approach has recently been extended
by Simonyan et al. (2013) via stacking in multiple layers to form deep Fisher networks, which
achieve competitive results with deep CNNs at a smaller computational learning cost.

Figure 10.3. The architecture of the deep-CNN system which won the 2012 ImageNet competition
by a large margin over the second-best system and the state of the art by 2012. [after (Krizhevsky
et al., 2012), @NIPS].
The state of the art performance demonstrated in (Krizhevsky et al., 2012) using the deep-CNN
approach is further improved by another significant margin during 2013, using a similar approach
but with bigger models and larger amounts of training data. A summary of top-5 test error rates
from 11 top-performing teams participating in the 2013 ImageNet ILSVRC competition is shown
in Figure 10.4, with the best result of the 2012 competition shown to the right most as the baseline.
Here we see rapid error reduction on the same task from the lowest pre-2012 error rate of 26.2%
(non-neural networks) to 15.3% in 2012 and further to 11.2% in 2013, both achieved with deepCNN technology. It is also interesting to observe that all major entries in the 2013 ImageNet
ILSVRC competition is based on deep learning approaches. For example, the Adobe system shown
in Figure 10.4 is based on the deep-CNN reported in (Krizhevsky et al., 2012) including the use
of dropout. The network architecture is modified to include more filters and connections. At test
time, image saliency is used to obtain 9 crops from original images, which are combined with the
standard five multiview crops. The NUS system uses a non-parametric, adaptive method to
combine the outputs from multiple shallow and deep experts, including deep-CNN, kernel, and
GMM methods. The VGG system is described in (Simonyan et al., 2013) and uses a combination
of the deep Fisher vector network and the deep-CNN. The ZF system is based on a combination
of a large CNN with a range of different architectures. The choice of architectures was assisted by
visualization of model features using a deconvolutional network as described by Zeiler et al. (2011),
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Zeiler and Fergus (2013), and Zeiler (2014). The CognitiveVision system uses an image
classification scheme based on a DNN architecture. The method is inspired by cognitive
psychophysics about how the human vision system first learns to classify the basic-level categories
and then learns to classify categories at the subordinate level for fine-grained object recognition.
Finally, the best-performing system called Clarifai in Figure 10.4 is based on a large and deep
CNN with dropout regularization. It augments the amount of training data by down-sampling
images to 256 pixels. The system contains a total of 65M parameters. Multiple such models were
averaged together to further boost performance. The main novelty is to use the visualization
technique based on the deconvolutional networks as described in (Zeiler et. al, 2011; Zeiler,
2014) to identify what makes the deep model perform well, based on which a powerful deep
architecture was chosen. See more details of these systems in http://www.imagenet.org/challenges/LSVRC/2013/results.php .

Figure 10.4. Summary results of ImageNet Large Scale Visual Recognition Challenge 2013
(ILSVRC2013), representing the state-of-the-are performance of object recognition systems. Data
source: http://www.image-net.org/challenges/LSVRC/2013/results.php

While the deep CNN has demonstrated remarkable classification performance on object
recognition tasks, there has been no clear understanding of why they perform so well until recently.
Zeiler and Fergus (2013) conducted research to address just this issue, and then used the gained
understanding to further improve the CNN systems, which yielded excellent performance as shown
in Figure 10.4 with labels “ZF” and “Clarifai”. A novel visualization technique is developed that
gives insight into the function of intermediate feature layers of the deep CNN. The technique also
sheds light onto the operation of the full network acting as a classifier. The visualization technique
is based on a deconvolutional network, which maps the neural activities in intermediate layers of
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the original convolutional network back to the input pixel space. This allows the researchers to
example what input pattern originally caused a given activation in the feature maps. Figure 10.5
(the top portion) illustrates how a deconvolutional network is attached to each of its layers, thereby
providing a closed loop back to image pixels as the input to the original CNN. The information
flow in this closed loop is as follows. First, an input image is presented to the deep CNN in a feedforward manner so that the features at all layers are computed. To examine a given CNN activation,
all other activations in the layer are set to zero and the feature maps are passed as input to the
attached deconvolutional network’s layer. Then, successive operations, opposite to the feedforward computation in the CNN, are carried out including unpooling, rectifying, and filtering.
This allows the reconstruction of the activity in the layer beneath that gave rise to the chosen
activation. These operations are repeated until input layer is reached. During unpooling, noninvertibility of the max pooling operation in the CNN is resolved by an approximate inverse, where
the locations of the maxima within each pooling region are recorded in a set of “switch” variables.
These switches are used to place the reconstructions from the layer above into appropriate locations,
preserving the structure of the stimulus. This procedure is shown at the bottom portion of Figure
10.5.
In addition to the deep-CNN architecture described above, the DNN architecture has also been
shown to be highly successful in a number of computer vision tasks (Ciresan, et al., 2010, 2011,
2012, 2012a). We have not found in the literature on direct comparisons among the CNN, DNN,
and other related architectures on the identical tasks.
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Figure 10.5. The top portion shows how a deconvolutional network’s layer (left) is attached to a
corresponding CNN’s layer (right). The deconvolutional network reconstructs an approximate
version of the CNN features from the layer below. The bottom portion is an illustration of the
unpooling operation in the deconvolutional network, where “Switches” are used to record the
location of the local max in each pooling region during pooling in the CNN. [after (Zeiler and
Fergus, 2013), @arXiv].

Finally, the most recent study on supervised learning for computer vision shows that the deep CNN
architecture is not only successful for object/image classification discussed earlier in this section
but also successful for objection detection in the whole images (Girshick et al., 2013). The
detection task is substantially more complex than the classification task.
As a brief summary of this chapter, deep learning has made huge inroads into computer vision,
soon after its success in speech recognition discussed in Chapter 7. So far, it is the supervised
learning paradigm based on the deep CNN architecture and the related classification techniques
that are making the greatest impact, showcased by the ImageNet competition results from 2012
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and 2013. These methods can be used for not only objection recognition but also many other
computer vision tasks. There has been some debate as to the reasons for the success of these CNNbased deep learning methods, and about their limitations. Many questions are still open as to how
these methods can be tailored to certain computer vision applications and how to scale up the
models and training data. Finally, we discussed a number of studies on unsupervised and
generative approaches of deep learning to computer vision and image modeling problems in the
earlier part of this chapter. Their performance has not been competitive with the supervised
learning approach on object recognition tasks with ample training data. To achieve long term and
ultimate success in computer vision, it is likely that unsupervised learning will be needed. To this
end, many open problems in unsupervised feature learning and deep learning need to be addressed
and much more research need to be carried out.
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CHAPTER 11
SELECTED APPLICATIONS IN MULTIMODAL AND MULTI-TASK LEARNING
Multi-task learning is a machine learning approach that learns to solve several related problems at
the same time, using a shared representation. It can be regarded as one of the two major classes of
transfer learning or learning with knowledge transfer, which focuses on generalizations across
distributions, domains, or tasks. The other major class of transfer learning is adaptive learning,
where knowledge transfer is carried out in a sequential manner, typically from a source task to a
target task (Deng and Li, 2013). Multi-modal learning is a closely related concept to multi-task
learning, where the learning domains or “tasks” cut across several modalities for human-computer
interactions or other applications embracing a mixture of textual, audio/speech, touch, and visual
information sources.
The essence of deep learning is to automate the process of discovering effective features or
representations for any machine learning task, including automatically transferring knowledge
from one task to another concurrently. Multi-task learning is often applied to conditions where no
or very little training data are available for the target task domain, and hence is sometimes called
zero-shot or one-shot learning. It is evident that difficult multi-task leaning naturally fits the
paradigm of deep learning or representation learning where the shared representations and
statistical strengths across tasks (e.g., those involving separate modalities of audio, image, touch,
and text) is expected to greatly facilitate many machine learning scenarios under low- or zeroresource conditions. Before deep learning methods were adopted, there had been numerous efforts
in multi-modal and multi-task learning. For example, a prototype called MiPad for multi-modal
interactions involving capturing, leaning, coordinating, and rendering a mix of speech, touch, and
visual information was developed and reported in (Huang et al., 2001; Deng et al., 2002). And in
(Zheng et al., 2004; Subramanya et al., 2005), mixed sources of information from multiple-sensory
microphones with separate bone-conductive and air-born paths were exploited to de-noise speech.
These early studies all used shallow models and learning methods and achieved worse than desired
performance. With the advent of deep learning, it is hopeful that the difficult multi-modal learning
problems can be solved with eventual success to enable a wide range of practical applications. In
this chapter, we will review selected applications in this area, organized according to different
combinations of more than one modalities or learning tasks. Much of the work reviewed here is
on-going research, and readers should expect follow-up publications in the future.

11.1 Multi-Modalities: Text and Image
The underlying mechanism for potential effectiveness of multi-modal learning involving text and
image is the common semantics associated with the text and image. The relationship between the
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text and image may come, for example, from the text annotations of an image (as the training data
for a multi-modal learning system). If the related text and image share the same representation in
a common semantic space, the system can generalize to the unseen situation where either text or
image is unavailable. It can thus be naturally used for zero-shot learning for image or text. In other
words, multi-modality learning can use text information to help image/visual recognition, and vice
versa. Exploiting text information for image/visual recognition constitutes most of the work done
in this space, which we review in this section below.
The deep architecture, called DeViSE (Deep Visual-Semantic Embedding) and developed by
Frome et al. (2013), is a typical example of the multi-modal learning where text information is
used to improve the image recognition system, especially for performing zero-shot learning. Image
recognition systems are often limited in their ability to scale to large number of object categories,
due in part to the increasing difficulty of acquiring sufficient training data with text labels as the
number of image categories grows. The multi-modal DeViSE system is aimed to leverage text data
to train the image models. The joint model is trained to identify image classes using both labeled
image data and the semantic information learned from unannotated text. An illustration of the
DeViSE architecture is shown in the center portion of Figure 10.1. It is initialized with the
parameters pre-trained at the lower layers of two models: the deep-CNN for image classification
in the left portion of the figure and the text embedding model in the right portion of the figure. The
part of the deep CNN, labeled “core visual model” in Figure 10.1, is further learned to predict the
target word-embedding vector using a projection layer labeled “transformation” and using a
similarity metric. The loss function used in training adopts a combination of dot-product similarity
and max-margin, hinge rank loss. The former is the un-normalized version of the cosine loss
function used for training the DSSM model in (Huang et al., 2013) as described in Chapter 9.3.
The latter is similar to the earlier joint image-text model called WSABIE (Web Scale Annotation
by Image Embedding developed by Weston, et al. (2010, 2011)). The results show that the
information provided by text improves zero-shot image predictions, achieving good hit rates (close
to 15%) across thousands of the labels never seen by the image model.

Figure 11.1. Illustration of the multi-modal DeViSE architecture. The left portion is an image
recognition neural network with a softmax output layer. The right portion is a skip-gram text model
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providing word embedding vectors; see Chapter 8.2 and Figure 8.3 for details. The center is the
joint deep image-text model of DeViSE, with the two Siamese branches initialized by the image
and word embedding models below the softmax layers. The layer labeled “transformation” is
responsible for mapping the outputs of the image (left) and text (right) branches into the same
semantic space. [after (Frome, et al., 2013), @NIPS].
The earlier WSABIE system as described in (Weston, et al. 2010, 2011) adopted a shallow
architecture and trained a joint embedding model of both images and labels. Rather than using
deep architectures to derive the highly nonlinear image (as well as text-embedding) feature vectors
as in DeViSE, the WSABIE uses simple image features and a linear mapping to arrive at the joint
embedding space. Further, it uses an embedding vector for each possible label. Thus, unlike
DeViSE, WSABIE could not generalize to new classes.
It is also interesting to compare the DeViSE architecture of Figure 11.1 with the DSSM
architecture of Figure 9.2 in Chapter 9. The branches of “Query” and “Documents” in DSSM are
analogous to the branches of “image” and “text-label” in DeViSE. Both DeViSE and DSSM use
the objective function related to cosine distance between two vectors for training the network
weights in an end-to-end fashion. One key difference, however, is that the two sets of inputs to the
DSSM are both text (i.e., “Query” and “Documents” designed for IR), and thus mapping “Query”
and “Documents” to the same semantic space is conceptually more straightforward compared with
the need in DeViSE for mapping from one modality (image) to another (text). Another key
difference is that the generalization ability of DeViSE to unseen image classes comes from
computing text embedding vectors for many unsupervised text sources (i.e., with no image
counterparts) that would cover the text labels corresponding to the unseen classes. The
generalization ability of the DSSM over unseen words, however, is derived from a special coding
scheme for words in terms of their constituent letters.
The DeViSE architecture has inspired a more recent method, which maps images into the semantic
embedding space via convex combination of embedding vectors for the text label and the image
classes (Norouzi et al., 2013). Here is the main difference. DeViSE replaces the last, softmax layer
of a CNN image classifier with a linear transformation layer. The new transformation layer is then
trained together with the lower layers of the CNN. The method in (Norouzi et al., 2013) is much
simpler --- keeping the softmax layer of the CNN while not training the CNN. For a test image,
the CNN first produces top N-best candidates. Then, the convex combination of the corresponding
N embedding vectors in the semantic space is computed. This gives a deterministic transformation
from the outputs of the softmax classifier into the embedding space. This simple multi-modal
learning method is shown to work very well on the ImageNet zero-shot learning task.
Another thread of studies separate from but related to the above work on multi-modal learning
involving text and image have centered on the use of multi-modal embeddings, where data from
multiple sources with separate modalities of text and image are projected into the same vector
space. For example, Socher and Fei-Fei (2010) project words and images into the same space using
kernelized canonical correlation analysis. Socher et al. (2013b) map images to single-word vectors
so that the constructed multi-modal system can classify images without seeing any examples of
the class, i.e., zero-shot learning similar to the capability of DeViSE. The most recent work by
Socher et al. (2013c) extends their earlier work from single-word embeddings to those of phrases
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and full-length sentences. The mechanism for mapping sentences instead of the earlier single
words into the multi-modal embedding space is derived from the power of the recursive neural
network described in Socher et al. (2013a) as summarized in Chapter 8.2, and its extension with
dependency tree.
In addition to mapping text to image (or vice versa) into the same vector space or to creating the
joint image/text embedding space, multi-modal learning for text and image can also be cast in the
framework of language models. In (Kiros, et al., 2013), a model of natural language is made
conditioned on other modalities such as image as the focus of the study. This type of multi-modal
language model is used to 1) retrieve images given complex description queries, 2) retrieve phrase
descriptions given image queries, and 3) generate text conditioned on images. Word
representations and image features are jointly learned by training the multi-modal language model
together with a convolutional network. An illustration of the multi-modal language model is shown
in Figure 11.2.

Figure 11.2. A multi-modal language model (of the type of log-bilinear) which predicts a word
conditioned not only on the previous words in the sentence but also on images. The model operates
on word embedding vectors. [after (Kiros et al., 2013), @NIPS].

11.2 Multi-Modalities: Speech and Image
Ngiam et al. (2011) propose and evaluate an application of deep networks to learn features over
audio/speech and image/video modalities. They demonstrate cross-modality feature learning,
where better features for one modality (e.g., image) is learned when multiple modalities (e.g.,
speech and image) are present at feature learning time. A bi-modal deep autoencoder architecture
for separate audio/speech and video/image input channels are shown in Figure 11.3. The essence
of this architecture is to use a shared, middle layer to represent both types of modalities. This is a
straightforward generalization from the single-modal deep autoencoder for speech shown in Figure
4.1 of Chapter 4 to bi-modal counterpart. The authors further show how to learn a shared audio
and video representation, and evaluate it on a fixed task, where the classifier is trained with audioonly data but tested with video-only data and vice versa. The work concludes that deep learning
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architectures are generally effective in learning multimodal features from unlabeled data and in
improving single modality features through cross modality information transfer. One exception is
the cross-modality setting using the CUAVE dataset. The results presented in (Ngiam et al., 2011)
show that learning video features with both video and audio outperforms that with only video data.
However, the same paper also shows that a model of (Papandreou, 2009) in which a sophisticated
signal processing technique for extracting visual features, together with the uncertaintycompensation method developed originally from robust speech recognition (Deng et al., 2005),
gives the best classification accuracy in the cross-modal learning task, beating the features derived
from the generative deep architecture designed for this task.

Figure 11.3. The architecture of a deep denoising autoencoder for multi-modal audio/speech and
visual features. [after (Ngiam et al., 2011), @ICML].
While the deep generative architecture for multimodal learning described in (Ngiam et al., 2011)
is based on non-probabilistic autoencoder neural nets, a probabilistic version based on deep
Boltzmann machine (DBM) has appeared more recently for the same multimodal application. In
(Srivastava and Salakhutdinov, 2012), a DBM is used to extract a unified representation integrating
separate modalities, useful for both classification and information retrieval tasks. Rather than using
the “bottleneck” layers in the deep autoencoder to represent multimodal inputs, here a probability
density is defined on the joint space of multimodal inputs, and states of suitably defined latent
variables are used for the representation. The advantage of this probabilistic formulation, possibly
lacking in the traditional deep autoencoder, is that the missing modality’s information can be filled
in naturally by sampling from its conditional distribution. More recent work on autoencoders
(Bengio et al., 2013, 2013b) shows the capability of generalized denoising autoencoders in
carrying out sampling, thus they may overcome the earlier problem of filling-in the missing
modality’s information. For the bi-modal data consisting of image and text, the multimodal DBM
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was shown to slightly outperform the traditional version of the deep multimodal autoencoder as
well as multimodal DBN in classification and information retrieval tasks. No results on the
comparisons with the generalized version of deep autoencoders has been reported but may appear
soon.
The several architectures discussed so far in this chapter for multi-modal processing and learning
can be regarded as special cases of more general multi-task learning and transfer learning (Caruana,
1997; Bengio et al., 2013). Transfer learning, encompassing both adaptive and multi-task learning,
refers to the ability of a learning architecture and technique to exploit common hidden explanatory
factors among different learning tasks. Such exploitation permits sharing of aspects of diverse
types of input data sets, thus allowing the possibility of transferring knowledge across seemingly
different learning tasks. As argued in (Bengio et al., 2013), the learning architecture shown in
Figure 11.4 and the associated learning algorithms have an advantage for such tasks because they
learn representations that capture underlying factors, a subset of which may be relevant for each
particular task. We will discuss a number of such multi-task learning applications in the remainder
of this chapter that are confined with a single modality of speech, natural language processing, or
image domain.

Figure 11.4. A DNN architecture for multitask learning that is aimed to discover hidden
explanatory factors shared among three tasks A, B, and C. [after (Bengio, 2013), @IEEE].

11.3 Multi-Task Learning within the Speech, NLP or
Image Domain
Within the speech domain, one most interesting application of multi-task learning is multi-lingual
or cross-lingual speech recognition, where speech recognition for different languages is considered
as different tasks. Various approaches have been taken to attack this rather challenging acoustic
modeling problem for speech recognition, where the difficulty lies in the lack of transcribed speech
data due to economic considerations in developing speech recognition systems for all languages
in the world. Cross-language data sharing and data weighing are common and useful approaches
for the GMM-HMM system (Lin et al., 2009). Another successful approach for the GMM-HMM
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is to map pronunciation units across languages either via knowledge-based or data-driven methods
(Yu et al., 2009b). But they are much inferior to the DNN-HMM approach which we now
summarize.
In recent papers of (Huang et al., 2013; Deng et al., 2013a) and (Heigold et al., 2013), two research
groups independently developed closely related DNN architectures with multi-task learning
capabilities for multilingual speech recognition. See Figure 11.5 for an illustration of this type of
architecture. The idea behind these architectures is that the hidden layers in the DNN, when learned
appropriately, serve as increasingly complex feature transformations sharing common hidden
factors across the acoustic data in different languages. The final softmax layer representing a loglinear classifier makes use of the most abstract feature vectors represented in the top-most hidden
layer. While the log-linear classifier is necessarily separate for different languages, the feature
transformations can be shared across languages. Excellent multilingual speech recognition results
are reported, far exceeding the earlier results using the GMM-HMM based approaches (e.g., Lin
et al., 2009; Yu et al., 2009b). The implication of this set of work is significant and far reaching.
It points to the possibility of quickly building a high-performance DNN-based system for a new
language from an existing multilingual DNN. This huge benefit would require only a small amount
of training data from the target language, although having more data would further improve the
performance. This multitask learning approach can reduce the need for the unsupervised pretraining stage, and can train the DNN with much fewer epochs. Extension of this set of work would
be to efficiently build a language-universal speech recognition system. Such a system cannot only
recognize many languages and improve the accuracy for each individual language, but also expand
the languages supported by simply stacking softmax layers on the DNN for new languages.

Figure 11.5. A DNN architecture for multilingual speech recognition. [after (Huang et al., 2013),
@IEEE].
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A closely related DNN architecture, as shown in Figure 11.6, with multitask learning capabilities
was also recently applied to another acoustic modeling problem --- learning joint representations
for two separate sets of acoustic data (Li et al., 2012; Deng et al., 2013a). The set that consists of
the speech data with 16kHz sampling rate is of wideband and high quality, which is often collected
from increasingly popular smart phones under the voice search scenario. Another, narrowband
data set has a lower sampling rate of 8kHz, often collected using the telephony speech recognition
systems.

Figure 11.6. A DNN architecture for speech recognition trained with mixed-bandwidth acoustic
data with 16-kHz and 8-kHz sampling rates; [after (Li et al., 2012), @IEEE].
As a final example of multi-task learning within the speech domain, let us consider phone
recognition and word recognition as separate “tasks”. That is, phone recognition results are used
not for producing text outputs but for language-type identification or for spoken document retrieval.
Then, the use of pronunciation dictionary in almost all speech systems can be considered as multitask learning that share the tasks of phone recognition and word recognition. More advanced
frameworks in speech recognition have pushed this direction further by advocating the use of even
finer units of speech than phones to bridge the raw acoustic information of speech to semantic
content of speech via a hierarchy of linguistic structure. These atomic speech units include “speech
attributes” in the detection-based and knowledge-rich modeling framework for speech recognition,
whose accuracy has been significantly boosted recently by the use of deep learning methods (Yu
et al., 2012a; Siniscalchi et al., 2013, 2013a).
Within the natural language processing domain, the best known example of multi-task learning is
the comprehensive studies reported in (Collobert and Weston, 2008; Collobert et al., 2011), where
a range of separate “tasks” of part-of-speech tagging, chunking, named entity tagging, semantic
role identification, and similar-word identification in natural language processing are attacked

109
using a common representation of words and a unified deep learning approach. A summary of
these studies can be found in Chapter 8.2.
Finally, within the domain of image/vision as a single modality, deep learning has also been found
effective in multi-task learning. Srivastava and Salakhutdinov (2013) present a multi-task learning
approach based on hierarchical Bayesian priors in a DNN system applied to various image
classification data sets. The priors are combined with a DNN, which improves discriminative
learning by encouraging information sharing among tasks and by discovering similar classes
among which knowledge is transferred. More specifically, methods are developed to jointly learn
to classify images and a hierarchy of classes, such that “poor classes”, for which there are relatively
few training examples, can benefit from similar “rich classes”, for which more training examples
are available. This work can be considered as an excellent instance of learning output
representations, in addition to learning input representation of the DNN as the focus of nearly all
deep learning work reported in the literature.
As another example of multi-task learning within the single-modality domain of image, Ciresan et
al. (2012b) applied the architecture of deep CNNs to character recognition tasks for Latin and for
Chinese. The deep CNNs trained on Chinese characters are shown to be easily capable of
recognizing uppercase Latin letters. Further, learning Chinese characters is accelerated by first pretraining a CNN on a small subset of all classes and then continuing to train on all classes.
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CHAPTER 12
EPILOGUES
This book first presented a brief history of deep learning (focusing on speech recognition) and
developed a categorization scheme to analyze the existing deep networks in the literature into
unsupervised (many of which are generative), supervised, and hybrid classes. The deep
autoencoder, the DSN (as well as many of its variants), and the DBN-DNN or pre-trained DNN
architectures, one in each of the three classes, are discussed and analyzed in detail, as they appear
to be popular and promising approaches based on the authors’ personal research experiences.
Applications of deep learning in five broad areas of information processing are also reviewed,
including speech and audio (Chapter 7), natural language modeling and processing (Chapter 8),
information retrieval (Chapter 9), object recognition and computer vision (Chapter 10), and multimodal and multi-task learning (Chapter 11). There are other interesting yet non-mainstream
applications of deep learning, which are not covered in this book. For interested readers, please
consult recent papers on the applications of deep learning to optimal control in (Levine, 2013), to
reinforcement learning in (Mnih, et al, 2013), to malware classification in (Dahl et al., 2013a), to
compressed sensing in (Palangi et al., 2013), to recognition confidence prediction in (Huang et al.,
2013a), to acoustic-articulatory inversion mapping in (Uria et al., 2011), to emotion recognition
from video in (Kahou et al., 2013), to emotion recognition from speech in (Li et al., 2013; Le and
Mower, 2013), to spoken language understanding in (Mesnil et al., 2013; Yao et al., 2013; Tur et
al., 2012), to speaker recognition in (Vasilakakis et al., 2013; Stafylakis et al., 2012), to languagetype recognition in (Diez, 2013), to dialogue state tracking for spoken dialogue systems in
(Henderson et al., 2013; Deng et al., 2013a), to automatic voice activity detection in (Zhang and
Wu, 2013), to speech enhancement in (Xu et al., 2014), to voice conversion in (Nakashika et al.,
2013), and to single-channel source separation in (Grais et al., 2013; Weng et al.. 2014).
The literature on deep learning is vast, mostly coming from the machine learning community. The
signal processing community embraced deep learning only within the past four years or so (starting
around end of 2009) and the momentum is growing fast ever since. This book is written mainly
from the signal processing perspective. Beyond just surveying the existing deep learning work, a
classificatory scheme based on the architectures and on the nature of the learning algorithms is
developed, and an analysis and discussion with concrete examples are presented. This will
hopefully provide insight for readers to better understand the capability of the various deep
learning systems discussed in the book, the connection among different but similar deep learning
methods, and how to design proper deep learning algorithms under different circumstances.
Throughout this review, the important message is conveyed that building and learning deep
hierarchies of features are highly desirable. We have discussed the difficulty of learning
parameters in all layers of deep networks in one shot due to optimization difficulties that need to
be better understood. The unsupervised pre-training method in the hybrid architecture of the DBNDNN, which we reviewed in detail in Chapter 5, appears to have offered a useful, albeit empirical,
solution to poor local optima in optimization and to regularization for the deep model containing
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massive parameters even though a solid theoretical foundation is still lacking. The effectiveness
of the pre-training method, which was one factor stimulating the interest in deep learning by the
signal processing community in 2009 via collaborations between academic and industrial
researchers, is most prominent when the supervised training data are limited.
Deep learning is an emerging technology. Despite the empirical promising results reported so far,
much more work needs to be carried out. Importantly, it has not been the experience of deep
learning researchers that a single deep learning technique can be successful for all classification
tasks. For example, while the popular learning strategy of generative pre-training followed by
discriminative fine-tuning seems to work well empirically for many tasks, it failed to work for
some other tasks that have been explored (e.g., language identification or speaker recognition;
unpublished by the authors of this book). For these tasks, the features extracted at the generative
pre-training phase seem to describe the underlying speech variations well but do not contain
sufficient information to distinguish between different languages. A learning strategy that can
extract discriminative yet also invariant features is expected to provide better solutions. This idea
has also been called “disentangling” and is developed further in (Bengio et al., 2013a). Further,
extracting discriminative features may greatly reduce the model size needed in many of the current
deep learning systems. Domain knowledge such as what kind of invariance is useful for a specific
task in hand (e.g., vision, speech, or natural language) and what kind of regularization in terms of
parameter constraints is key to the success of applying deep learning methods. Moreover, new
types of DNN architectures and learning beyond the several popular ones discussed in this book
are currently under active development by the deep learning research community (e.g., Bengio et
al., 2013a; Deng et al., 2013b), holding the promise to improve the performance of deep learning
models in more challenging applications in signal processing and in artificial intelligence.
Recent published work showed that there is vast room to improve the current optimization
techniques for learning deep architectures (Martens, 2010; Le et al., 2011; Martens and Sutskever,
2011; Dean et al., 2012; Sutskever, 2013; Sainath et al., 2013; Wright et al., 2013). To what extent
pre-training is essential to learning the full set of parameters in deep architectures is currently
under investigation, especially when very large amounts of labeled training data are available,
reducing or even obliterating the need for model regularization. Some preliminary results have
been discussed in this book and in (Ciresan et al., 2010; Yu et al. 2010; Seide et al. 2011; Hinton
et al., 2012).
In recent years, machine learning is becoming increasingly dependent on large-scale data sets. For
instance, many of the recent successes of deep learning as discussed in this book have relied on
the access to massive data sets and massive computing power. It would become increasingly
difficult to explore the new algorithmic space without the access to large, real-world data sets and
without the related engineering expertise. How well deep learning algorithms behave would
depend heavily on the amount of data and computing power available. As we showed with speech
recognition examples, a deep learning algorithm that appears to be performing not so remarkably
on small data sets can begin to perform considerably better when these limitations are removed,
one of main reasons for the recent resurgence in neural network research. As an example, the DBN
pre-training that ignited a new era of (deep) machine learning research appears unnecessary if
enough data and computing power are used.
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As a consequence, effective and scalable parallel algorithms are critical for training deep models
with large data sets, as in many common information processing applications such as speech
recognition and machine translation. The popular mini-batch stochastic gradient technique is
known to be difficult to parallelize over computers. The common practice nowadays is to use
GPGPUs to speed up the learning process, although recent advance in developing asynchronous
stochastic gradient descent learning has shown promises by using large-scale CPU clusters (e.g.
Le et al., 2012; Dean et al., 2012) and GPU clusters (Coates et al., 2013). In this interesting
computing architecture, many different replicas of the DNN compute gradients on different subsets
of the training data in parallel. These gradients are communicated to a central parameter server
that updates the shared weights. Even though each replica typically computes gradients using
parameter values not immediately updated, stochastic gradient descent is robust to the slight errors
this has introduced. To make deep learning techniques scalable to very large training data,
theoretically sound parallel learning and optimization algorithms together with novel architectures
need to be further developed (e.g., Bottou and LeCun, 2004; Chen et al., 2012; Seide et al., 2014;
Dean et al., 2012; Hutchinson et al., 2013; Sutskever, 2013; Bengio et al., 2013). Optimization
methods specific to speech recognition problems may need to be taken into account in order to
push speech recognition advances to the next level (e.g., Wright et al., 2013; Cardinal et al., 2013;
Heigold et al., 2013a).
One major barrier to the application of DNNs and related deep models is that it currently requires
considerable skill and experience to choose sensible values for hyper-parameters such as the
learning rate schedule, the strength of the regularizer, the number of layers and the number of units
per layer, etc. Sensible values for one hyper-parameter may depend on the values chosen for other
hyper-parameters and hyper-parameter tuning in DNNs is especially expensive. Some interesting
methods for solving the problem have been developed recently, including random sampling
(Bergstra et al., 2012) and Bayesian optimization procedure (Snoek et al., 2012). Further research
is needed in this important area.
This book, mainly in Chapters 8 and 11 on natural language and multi-modal applications, has
touched on some recent work on using deep learning methods to do reasoning, moving beyond the
topic of more straightforward pattern recognition using supervised, unsupervised or hybrid
learning methods to which much of this book has been devoted to. In principle, since deep
networks are naturally equipped with distributed representations (rf. Table 3.1) using their layerwise collections of units for coding relations and coding entities, concepts, events, topics, etc., they
can potentially perform powerful reasoning over structures, as argued in various historical
publications as well as recent essays (e.g., Hinton, 1990; Smolensky, 1990; Pollack, 1990; Plate,
1995; Prince and Smolensky, 1997; Bottou, 2013). While initial explorations on this capability of
deep networks have recently appeared in the literature, as reviewed in Chapters 8 and 11, much
research is needed. If successful, this new type of deep learning “machine” will open up many
novel and exciting applications in applied artificial intelligence as a “thinking brain”. We expect
growing work of deep learning in this area, full of new challenges, in the future.
Further, solid theoretical foundations of deep learning need to be established in a myriad of aspects.
As an example, the success of deep learning in unsupervised learning has not been demonstrated
as much as for supervised learning; yet the essence and major motivation of deep learning lie right
in unsupervised learning for automatically discovering data representation. The issues involve
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appropriate objectives for learning effective feature representations and the right deep learning
architectures/algorithms for distributed representations to effectively disentangle the hidden
explanatory factors of variation in the data. Unfortunately, a majority of the successful deep
learning techniques have so far dealt with unstructured or “flat” classification problems. For
example, although speech recognition is a sequential classification problem by nature, in the most
successful and large-scale systems, a separate HMM is used to handle the sequence structure and
the DNN is only used to produce the frame-level, unstructured posterior distributions. Recent
proposals have called for and investigated moving beyond the “flat” representations and
incorporating structures in both the deep learning architectures and input and output
representations (Socher, 2012; Deng, 2013; Srivastava and Salakhutdinov, 2013; Graves et al.,
2013).
Finally, deep learning researchers have been advised by neuroscientists to seriously consider a
broader set of issues and learning architectures so as to gain insight into biologically plausible
representations in the brain that may be useful for practical applications (e.g., Olshausen, 2012).
How can computational neuroscience models about hierarchical brain structure help improve
engineering deep learning architectures? How may the biologically feasible learning styles in the
brain (e.g., Hinton, 2003; Xie and Seung, 2003) help design more effective and more robust deep
learning algorithms? All these issues and those discussed in this chapter will need intensive
research in order to further push the frontier of deep learning.
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